
 1  

 

 

Doctoral Thesis 

 

Efficient Methods for Mining  

Clickstream Patterns 

 

Efektivní metody pro dolování clickstream vzorů 

 

 

Author:            M.Eng. Huy Minh Huynh 

 

Degree programme: P0613D140027 Information Technologies 

 

Supervisor: Prof. Zuzana Komínková Oplatková, Ph.D. 

 

Consultant:   Assoc. Prof. Bay Vo, Ph.D.     

 

 

 

Zlín, June 2025 

  



2 

 

  



3 

 

ACKNOWLEDGEMENT 

It feels surreal to be writing this, as I never imagined pursuing a Ph.D. outside of 

Vietnam. Yet, here I am, having spent years at Tomas Bata University in Zlín for 

my Ph.D. studies.  

This thesis would not have been possible without the support of several people, 

and I want to take this moment to express my gratitude. 

First and foremost, I would like to extend my heartfelt thanks to my supervisor, 

Mrs. Zuzana Komínková Oplatková. She took me under her guidance during a 

challenging phase of my life. Her kindness, mentorship, and unwavering support 

have been instrumental in my growth throughout these past four years. 

I would also like to express my sincere appreciation to my consultant, Mr. Bay 

Vo (whose name amusingly translates to "Mr. Seven" in English). His advice, 

which began even before my Ph.D. journey officially started, has been invaluable. 

He has provided guidance and insight that helped me navigate academic research 

with much less struggle. 

My parents, of course, deserve my deepest thanks. They have been my pillars 

of support, always there during moments of difficulty, offering comfort and 

encouragement throughout both my personal and academic life. Thank you, mom 

and dad! 

Another person who deserves recognition is Nam, my fellow Ph.D. student, 

who started this journey alongside me. We have worked on similar topics, and his 

collaboration has been invaluable both in our academic endeavors and in real life. 

Although I am proud to be a part of the A.I.Lab group, I must humbly admit 

that I have not contributed as much as I would have liked. Nonetheless, their 

support has been appreciated every step of the way. 

I am also grateful to Tomas Bata University in Zlín for accepting me into their 

program and providing the environment and resources I needed to complete this 

work. 

Lastly, I want to acknowledge everyone else who has played a part in my Ph.D. 

journey—thank you for your support. 

 

 

 

“All things are difficult before they are easy.”  

(Thomas Fuller). 



4 

 

  



5 

 

ABSTRACT 

Mining and extracting informative data have been of great interest for research in 

recent years. One form of extracted information is frequent patterns, which 

express the common behaviours that often happen throughout historical records. 

A distinct type of such pattern, clickstreams, has emerged due to the Internet and 

online commercial business. A simple example is a sequence of web pages that 

users often visit, and knowing such behaviours can help website owners 

customize their web pages to help improve the user experience or recommend 

helpful information. Such a task of discovering clickstreams can be called 

clickstream pattern mining. This work explores some aspects of clickstream 

pattern mining as well as the possibilities for improving the performance of 

algorithms in this topic. Through the experiments in all 5 cases of study, the 

thesis’ proposed approaches were compared with other state-of-the-art methods. 

They were shown not only effective and efficient but also faster than the other 

methods on most test databases. 

Keywords: clickstream pattern mining, sequential pattern mining, pattern 

mining, weighted pattern mining, parallel computing, incremental algorithms, 

data mining 
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ANOTACE 

Vytěžování a získávání informačních dat jsou v posledních letech předmětem 

velkého zájmu. Jednou z forem extrahovaných informací jsou často se opakující 

vzory, které vyjadřují obvyklé chování, k němuž často dochází v historických 

záznamech. Výrazný typ takových vzorů, tok kliků (clickstream), se objevil díky 

internetu a online komerčnímu podnikání. Jednoduchým příkladem je 

posloupnost webových stránek, které uživatelé často navštěvují, a znalost 

takového chování může majitelům webových stránek pomoci přizpůsobit jejich 

webové stránky tak, aby pomohly zlepšit uživatelský zážitek nebo doporučit 

užitečné informace. Takovou úlohu zjišťování clickstreamů lze nazvat 

clickstream pattern mining (dolování vzorů clickstreamů). Tato práce zkoumá 

některé aspekty dolování vzorů clickstreamů a také možnosti zlepšení výkonnosti 

algoritmů v tomto tématu. V práci byly provedeny experimenty v 5 případových 

studiích a v práci navržené přístupy byly porovnány s jinými moderními 

metodami. Na většině testovacích databází se ukázalo, že jsou nejen účinné a 

efektivní, ale také rychlejší než ostatní metody. 

Keywords: clickstream pattern mining, sekvenční dolování vzorů, dolování 

vzorů, vážené dolování vzorů, paralelní výpočty, inkrementální algoritmy, 

dolování dat 
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1. INTRODUCTION 

Frequent patterns, or common behaviors, exist everywhere in our daily lives, 

explicitly or implicitly. Somehow, people generate and use these patterns more 

than they know. Consider a simple situation: someone is preparing dinner but 

lacks a necessary ingredient. They know their sister often passes by a supermarket 

on her way home from work around this time. Without hesitation, they call and 

ask her to stop by the supermarket and purchase the missing item. In this case, the 

sister’s usual route becomes a frequent pattern, demonstrating how knowing 

people’s typical behaviors can be helpful.  

Of course, this usefulness did not easily fly under the radar of people working 

in business and commercial. Frequent patterns generated by customers, such as 

products often purchased together, are valuable assets as they can help boost 

profits and sales. For instance, when a customer is about to buy cigarettes, a store 

assistant might suggest some beer bottles. Because these items are often 

purchased together, the customer will likely accept the suggestion, resulting in 

increased sales. 

As computers and the Internet appeared, information has mostly shifted from 

storing on paper to digital storage. People, as well, have accustomed themselves 

to browsing the Internet and online shopping. This shift in habits produces an 

abundance of digital data. Nonetheless, manually finding out useful frequent 

patterns from such large raw data is not an easy job. This gave an opportunity for 

pattern mining, whose task is to dig out interesting and useful frequent patterns, 

to emerge and advance. To the best of the author’s knowledge, it was not until 

1993 that Agrawal et al. formally defined the problem of frequent pattern mining 

[1]. Since then, more variants of frequent patterns have attracted people’s interest.  

As the Internet and e-commerce bloomed, website owners tried to understand 

the users’ browsing behaviors to improve their websites or recommend useful 

information. Frequent clickstream patterns emerged as one method to achieve 

these objectives. Nevertheless, frequent clickstream pattern mining was mostly 

viewed through the lens of another problem: sequential pattern mining. Thus, 

frequent clickstream pattern mining has not yet been reasonably studied. 

Additionally, performance may not be optimal when sequential pattern algorithms 

are employed to mine clickstream patterns, as they represent a distinct subset of 

sequential patterns. To address those issues, the author’s thesis will be an attempt 

to explore and study some aspects of clickstream pattern mining. 

The remaining content of this thesis summary is structured as follows (the full 

names of the proposed algorithms are in Table 1.1): 
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• The second chapter briefly reviews both clickstream pattern mining (CPM) 

and related fields such as frequent itemset mining (FIM) and sequential 

pattern mining (SPM). 

• The third chapter introduces the first contribution of this thesis: the novel 

CUP algorithm designed to solve the frequent CPM problem. 

• In the fourth chapter, the CUP algorithm is extended to handle the SPM 

problem, and the novel SUI algorithm is introduced. 

• The fifth chapter explores weighted CPM as well as parallelism and 

introduces the novel Compact-SPADE, DPCompact-SPADE, and 

APCompact-SPADE. 

• The sixth chapter addresses the problem of incremental CPM, where new 

data is continuously added to a database. Three novel algorithms, PF-CUP, 

PSB-CUP, and PSB-CUP+, are introduced to tackle this issue. 

• The final chapter summarizes the main contributions of the thesis, 

highlighting the successful development of multiple novel algorithms for 

CPM and SPM. 

 

Table 1.1. List of author’s proposed algorithms and their abbreviations. 

Term Meaning 

CUP Clickstream pattern mining Using Pseudo-IDList 

SUI Sequential pattern mining Using IDList 

Compact-SPADE Compact Sequential Pattern Discovery using Equivalence 

classes 

DPCompact-SPADE Depth-first Parallel Compact-SPADE 

APCompact-SPADE Adaptive Parallel Compact-SPADE 

PF-CUP Pre-Frequent Clickstream mining Using Pseudo-IDList 

PSB-CUP Progressive Search Border Clickstream mining Using 

Pseudo-IDList 

PSB-CUP+ Enhanced version of PSB-CUP 
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1.1 Thesis Aims and Scope 

This thesis revolves around adopting, improving, and proposing algorithms for 

mining clickstream patterns. Clickstream pattern mining can have many derived 

problems; however, this thesis focuses specifically on the following five aims.  

1. Propose approaches that can exploit certain clickstreams’ characteristics for 

mining frequent clickstream patterns. 

2. Extend the proposed algorithm to mine sequential patterns in which each 

itemset can include multiple items/events. 

3. Integrate weight factor to give another option for ranking patterns other 

than the general support measure (i.e., the frequency of which the patterns 

appear). 

4. Improve performance by integrating parallelism into existing clickstream 

pattern mining algorithms. 

5. Propose methods to tackle the situation where new clickstream data is being 

added on a daily basis. 

The main method to verify those goals is through the evaluation of experiments. 

The factor for judging algorithms is performance regarding runtime and 

maximum memory consumption, as they are commonly used measurements. 

However, additional metrics, such as speedup or scalability, will also be 

employed. Obtained additional experimental results will be analyzed to provide 

more insights into how the proposed algorithms are effective and efficient.  

This thesis only abides by the problems defined within this thesis. The scope 

does not go beyond exploring the clickstream problems defined by other work. 

Furthermore, this thesis does not judge the patterns’ quality but mainly focuses 

on the performance of algorithms. 

1.2 Datasets for Experiments 

Each chapter of the thesis summary uses different groups of test sets. In summary, 

the characteristics of all the test databases are as follows with details given in the 

corresponding section. 

 

Table 1.2. Summary of all test databases. 

Database Database size 
Average 

sequence length 
Distinct items 

D900S20N3 900,000 17.3 2,279 

FIFA 20,450 36.24 2,990 

Kosarak 990,002 8.1 41,270 
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MSNBC 989,818 4.75 17 

BMS2 77,512 4.62 3,340 

C50S15T3 49,060 39.97 2,611 

C150S40T2 150,000 76.64 954 

C200S12T5 183,950 51.57 1,922 

BIBLE 36,369 13,905 21.6 

SIGN 730 310 51.99 

Chainstore 1,112,949 46,086 7.2 

D9000S4 9,000,000 5,000 3.72 
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2. RELATED WORK 

This section provides a brief overview of advancements in pattern mining, 

particularly emphasizing frequent itemset mining (FIM), sequential pattern 

mining (SPM), weighted pattern mining, and incremental pattern mining. This 

section also looks into the specialized domain of clickstream pattern mining 

(CPM) and highlights recent developments.  

2.1 Pattern Mining 

Over time, pattern mining has been developed in various directions tailored to 

different practical needs, such as new pattern types, new measurements of interest, 

or performance improvement.  

Itemsets in frequent itemset mining (FIM) and sequential patterns in SPM are 

the two basic pattern types that have been the most studied and used. Itemsets 

were first proposed in [1]. The idea is to find common items often bought together 

by customers in a store. This type of pattern, however, does not express the order 

in which groups of items are purchased. Sequential patterns were thus proposed 

to address this weakness [2]. With the rise of the Internet, clickstreams have 

emerged as another distinct type of pattern, branching off from sequential patterns 

[3]. Clickstreams are considered a more specialized form of sequential patterns. 

However, CPM was mostly viewed as the SPM problem, and it has not yet been 

extensively studied even though clickstreams are quite common with the Internet 

(e.g., web logs). There is, thus, still more room for improvement, especially 

regarding performance. This improvement can be beneficial for users who only 

want to mine clickstreams. It also reduces the resource cost for the service 

providers if algorithms are optimized for this type of pattern. 

Support is the most basic measurement to distinguish interesting patterns from 

others. Support value of a pattern can be understood as the frequency or the 

number of times the pattern appears in the give input data. However, this scoring 

method does not consider other factors, such as the prices of items, which are 

quite common. To fill this gap, researchers have integrated weight and high utility 

measures to augment the evaluation of patterns ([4–8]). Despite these 

advancements, support-based measurements are still widely used in both research 

and applications ([9–13]), suggesting that providing support-based mining can 

still appeal to many users.  

Several methods have been proposed to improve performance in this context, 

and they can be categorized based on the taxonomy of their database 

representations. For example, if an algorithm utilizes a mainly horizontal database 

(e.g., Fig. 3.1), it is considered a horizontal algorithm, whereas vertical algorithms 

use vertical databases (e.g., Fig. 4.2).  
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In a horizontal database, each item or pattern is associated with an individual 

data structure, indicating both the sequence in which the item or pattern appears 

and its position within that sequence. The most popular algorithms in this family 

are GSP [14], FreeSpan [15], and PrefixSpan [16]. FreeSpan uses a frequent item 

matrix to keep track of frequent items and gradually reduces the size of the 

databases. Each time the databases are reduced (in what are known as projection 

processes), the lengths of frequent patterns grow, while the reduced databases 

become smaller and the database scans faster. PrefixSpan is an improved version 

of FreeSpan that uses a prefix projection method and has been developed into 

more advanced algorithms. For example, Kessl [17] developed a parallel 

algorithm based on PrefixSpan and probabilistic load balancing, and Zhao, Yan, 

and Ng [18] extended PrefixSpan to work on databases with high levels of 

uncertainty. 

The other group uses a vertical database in which each item or pattern has an 

individual data structure to indicate the sequence where the item or pattern 

appears and its position in the sequence. In general, this group has a better overall 

performance than the first group [19]. Among the algorithms in this family, the 

notables are SPADE [20], SPAM [21], and PRISM [22], as well as more recent 

advances such as CM-SPAM and CM-SPADE [19].  

SPADE [20], an early and efficient vertical algorithm, relies on the equivalence 

class concept and the decomposition of sublattices. This decomposition breaks 

down the main search space structure into smaller, more manageable search 

spaces that can fit into memory, enabling efficient computation. Ayres et al. [21] 

proposed the SPAM algorithm, which introduced a depth-first search strategy to 

generate pattern candidates by extending a node with either an item or a new 

itemset. Additionally, SPAM uses bitmap data structure to store position 

information of patterns and encode a given vertical database as vertical bitmaps. 

PRISM [22] uses a special version of vertical databases based on primal block 

encoding.  

More recently, Fournier-Viger et al. [19] proposed a data structure called 

CMAP (i.e., a co-occurrence map). CMAP stores co-occurrence information 

across a given database to help discard redundant candidates more efficiently. By 

integrating CMAP into SPADE and SPAM, the authors created two improved 

algorithms: CM-SPADE and CM-SPAM. These improved algorithms often 

outperform others in several studies mainly due to their quick support counting 

mechanisms and eliminating the need for multiple database scans. 

2.2 Weighted Pattern Mining 

Initially, researchers consider all items in databases to have equal importance. 

Furthermore, most of the algorithms that have been proposed use the anti-
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monotonicity property (i.e., downward closure property) as their foundation, 

meaning that frequent patterns must not contain infrequent subpatterns. However, 

after noticing that all items should have different levels of importance, weights 

have been considered an alternative metric to help distinguish useful patterns. 

Adding weights can complicate the mining process, as they cannot preserve anti-

monotonicity without additional restrictions. The anti-monotonicity property is 

important, as it discards redundant search spaces and prevents the algorithms’ 

runtime from dramatically increasing. 

Yun and Leggett [23] were the first to introduce weight constraints to SPM. 

The authors introduced a pattern’s weight as the average value of the pattern’s 

items’ weights, multiplied by the pattern’s support count. This approach resulted 

in a violation of anti-monotonicity, and to deal with this, the authors had to 

propose weight ranges to maintain this property. This also resulted in altering the 

original item weights given by users. Ahmed et al. [24] proposed using a 

maximum sequence weight as a restriction to preserve the anti-monotonicity 

property. Extending this idea, Patel et al. [25] modified the weight formula in Yun 

and Legget [23] and combined it with a time interval to shift the importance 

towards events occurring within short intervals.  

Typical works on weights for FIM include [26–29]. Yun [29] used maximum 

and minimum weight ranges to maintain the anti-monotonicity property for the 

problem of weighted interesting patterns. Based on the work of Grahne and Zhu 

[30], Yun et al. [26] proposed WMFP-tree and WMFP-array and combined them 

with weights to mine maximal frequent patterns in data streams. The anti-

monotonicity property was preserved using weight ranges. Meanwhile, the work 

in [27, 28] used maximum weight constraints to preserve anti-monotonicity. 

Weights are also added into other variants of FIM, such as the erasable itemset 

mining problem [31–33], as the general erasable itemset mining approaches only 

take the products’ profits (itemsets’ profits) into account. Lee et al. [32] proposed 

an average weight formula to consider the weights of individual items in the 

products to improve the reliability of discovered product patterns. Yun [33] 

extended the problem for erasable itemset mining in product data streams with the 

WEPS-Tree data structure used to hold additional specific information for this 

task. Lee et al. [31] proposed an interesting method for mining erasable itemsets 

in incremental databases. Alongside an average weight formula being integrated 

into the incremental databases, the authors proposed two data structures, IWEI-

tree and OP-List, that accommodate the added weights for incremental databases. 

The tree data structure is also used to avoid the problem caused by discarding 1-

patterns early, and the list is used to optimize the algorithms’ runtime. All these 

works for erasable itemset mining used some form of maximum weight 

constraints to preserve the anti-monotonicity property. 

There have also been attempts to add weights to the alternative patterns (e.g., 

closed patterns), such as the work of Yun et al. [34], although this is more difficult. 
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The reason is that adding weights to such alternative patterns can cause 

information loss (i.e., patterns that are incorrectly discarded during the searching 

process). The authors thus presented a detailed analysis of the cause of this issue 

and proposed the CW-Span algorithm to deal with it. 

2.3 Incremental Pattern Mining 

Most of the work discussed in the previous section is considered non-incremental, 

meaning these methods operate on static databases. However, in real-world 

applications such as pattern analysis and decision-making, non-incremental 

methods may not be efficient because the volume of data continues to grow over 

time. An example is the transaction data from a retail store, where customer 

records are added daily. If users require updated patterns, a complete rerun of the 

mining algorithm is often needed, which can be resource-intensive for large 

databases. 

The inefficiency arises primarily because non-incremental approaches ignore 

previously mined patterns and other results from earlier runs. To address this, 

researchers have explored incremental mining techniques, which focus on reusing 

the patterns from previous mining operations and adjusting them as new data is 

added. This approach is known as “maintaining frequent patterns.” 

The concept of incremental mining was first introduced in [35], where the Fast 

UPdate (FUP) algorithm was proposed to mine frequent itemsets and maintain 

association rules. The key idea was to examine patterns that may become frequent 

after new data is added but were previously infrequent. By reusing prior mining 

results, FUP reduces the number of candidates that need to be examined after 

incremental updates. However, this method still faces the challenge of performing 

full database rescans, which can be costly. 

Instead of using the similar Apriori approach in [35], Hong et al. [36] developed 

an improved approach based on FP-growth (Frequent Pattern growth), resulting 

in the FUFP-tree (Fast UPdate Frequent Pattern tree), a modified version of the 

FP-tree (Frequent Pattern tree). Although the FUFP-tree is not significantly more 

compressive than the FP-tree, it speeds up tree construction by reusing 

information from previous mining iterations. The FP-growth algorithm was 

applied to both trees to extract frequent patterns, and the FUFP-tree demonstrated 

faster performance in incremental situations. Nevertheless, like FUP, the FUFP-

tree approach also required full database rescans in certain scenarios. 

In 2000, Hong et al. observed that some patterns, which are infrequent before 

an update, do not always require a full database rescan after incremental updates. 

For example, if the volume of new data added to the database is small, many of 

these previously infrequent patterns will remain infrequent. Based on these 

observations, Hong and colleagues introduced the pre-large concept, which aims 
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to reduce the need for rescans by setting thresholds that help decide when a full 

scan is necessary. This concept was later incorporated into the Pre-FUFP 

algorithm [37], demonstrating improved runtime by minimizing the number of 

database rescans. According to [37], incremental itemset mining can have various 

applications. For example, the authors in [38] use this concept for incremental 

mining of utility patterns in the Internet of Things. 

Following these advances in incremental FIM, researchers began exploring 

similar approaches for sequential pattern mining (SPM). One early work [39] used 

the concept of the negative border to maintain information for incremental 

changes. In this approach, a large part of infrequent patterns is tracked alongside 

the frequent to facilitate updates, which can lead to memory and runtime 

inefficiency. Additionally, this algorithm can only process incremental changes 

of type (2) (i.e., existing data in a database is updated) but not type (1) (i.e., new 

data is inserted at the end of a database). Type (2) is considered less complicated 

since a frequent pattern cannot become infrequent, yet an infrequent pattern can 

become frequent. 

To address this limitation, the IncSpan algorithm [40] was proposed in 2004. It 

extended the PrefixSpan algorithm by introducing the concept of semi-frequent 

patterns, which may become frequent after further updates, and a reserve pattern-

matching strategy. IncSpan stored these patterns in memory to facilitate faster 

updates, although it faced challenges related to completeness, as it did not always 

produce a full set of frequent patterns. This issue was later corrected by IncSpan+ 

[41], although it introduced additional rescans. Eventually, DBIncSpan [42] was 

developed to solve the remaining problems and improve mining performance 

through additional pruning techniques. 

The pre-large concept has also been adapted for SPM [43], such as in the 

PreFUSP-Tree-Ins algorithm [44]. This algorithm combines the pre-large concept 

with the FUSP-Tree, an extension of the FUFP-Tree, to improve incremental 

sequential pattern mining efficiency. 

2.4 Clickstream Pattern Mining 

Clickstream pattern mining (CPM) is a more specialized problem that evolved 

from SPM. However, it has been considered solely SPM most of the time, and 

there are few specific algorithms for it. For example, Tarus et al. [10] built a 

recommendation system for e-learning that suggested suitable learning resources. 

The system incorporates an SPM algorithm to extract clickstream patterns from 

web logs to set up ranked candidates’ lists. 

Few works have specifically focused on incremental CPM. The most well-

known recent work was proposed by Bay et al. [45] for type (1) incremental 

changes. The authors used their Eff-InCMUB algorithm to realize the pre-large 
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concept. The other main elements of Eff-InCMUB were SPPC-Tree and B-List. 

This made their algorithm a hybrid approach, as SPPC-Tree is a tree database 

considered a variant of FP-Tree, and B-List is a vertical database similar to IDList. 

From an original horizontal database, an SPPC-Tree is first built to compress the 

horizontal database into a tree database. From this, B-Lists for each 1-pattern are 

built by traversing the tree. However, to facilitate the pre-large concept, the tree 

and B-Lists of both frequent and pre-frequent patterns must be kept in memory 

for later runs. This still can be ineffective in terms of memory on large databases. 

In summary, most existing work for type (1) incremental changes was also 

proposed for incremental SPM instead of incremental CPM. Additionally, they 

were based on the tree (e.g., FUSP-Tree-Ins) or horizontal approaches (e.g., 

IncSpan). There has not been any work using the vertical approach for type (1) 

incremental changes in incremental CPM. 
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3. FREQUENT CLICKSTREAM PATTERN MINING 

Frequent clickstream pattern mining is a fundamental problem, laying the 

foundation and providing motivation for newer challenges. This problem involves 

the identification of useful patterns via the support values (i.e., the frequencies or 

the numbers of times the pattern appears in a given data). However, issues can 

arise when existing SPM algorithms are employed to extract clickstream patterns.  

The content of this chapter is overlapped with the author’s previous research 

presented in a journal article [A.7] and its preliminary version in a conference 

paper [A.13]. The content has been refined to align with the overall themes of this 

thesis on clickstream pattern mining. 

3.1 Problem Definition 

Let I = {i1, i2, …, in} be a set of integer values, and each value represents an event 

(e.g., a click on a website’s URL), a clickstream S = <x1, x2, …, xm> is a sequence 

of events, where xi ∈ I. An event can appear repeatedly in the same sequence at 

various positions. The event’s location denotes the order in which the event 

happens.  

The number of events in a clickstream denotes the clickstream length, and the 

clickstream with a length k is called a k-clickstream. For example, <2, 3, 2> is a 

3-clickstream because it has three events. 

Let X = <x1, x2, …, xk-1, xk> and Y = <y1, y2, …, yj-1, yj> be two clickstream with 

k < j. X ⊆ Y indicates that Y is a super-clickstream of X or X is a sub-clickstream 

of Y if there exist integers 1 ≤ t1 < t2 < … < tj ≤ j such that x1 = yt1, x2 = yt2, …, xj = 

ytj. For example, <2, 3, 2> and <5, 3, 6> are sub-clickstreams of <2, 5, 6, 6, 3, 6, 

2>. 

A clickstream Z = <z1, z2, …, zk-1> is called a (k-1)-prefix of X if x1 = z1, x2 = 

z2, …, xk-1 = zk-1. Consequently, Z is a sub-clickstream of X, and X = <Z, xk>. For 

example, <1, 4, 3> is a prefix of <1, 4, 3, 2>. Additionally, X is considered to 

belong to the equivalence class [Z] if Z is X’s prefix. For example, <1, 4, 3, 2> 

belong to the equivalence class [<1, 4, 3>]. In other words, the class [Z] is a set of 

patterns that share the same prefix Z. 

A user (generated) clickstream is a clickstream generated by a user via 

various actions such as browsing the Internet or navigating folders on a computer.  

A clickstream database CDB is a collection of user clickstreams, each 

assigned with a UCID (user clickstream id). For example, Fig. 3.1 is a CDB with 

five user clickstreams. 
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UCID User clickstream 

100 <2, 3, 1, 1, 2, 3, 4, 2, 3, 2, 1> 

200 <2, 5, 6, 6, 3, 6, 2> 

300 <2, 1, 4, 1, 2> 

400 <1, 5, 6, 3, 2, 3, 2> 

500 <4, 1, 1, 2, 4> 

Fig. 3.1. An example of a clickstream database. 

A (clickstream) pattern is a sub-clickstream of one or more user clickstreams. 

In other words, the pattern appears in one or more user clickstreams, or one or 

more user clickstreams contain the pattern. For example, <2, 3, 4> is a pattern in 

Fig. 3.1, but <2, 3, 6> is not. 

A pattern candidate is a clickstream formed from two patterns. The candidate 

that may or may not appear in the database being examined. For example, given 

two patterns <2, 5, 6> and <2, 5, 2>. Possible candidates are <2, 5, 6, 2> and <2, 

6, 2, 5>. The former exists in Fig. 3.1 but not the latter. 

The support (count) of a pattern X is denoted by supp(X). It is the number of 

the pattern X’s super clickstreams, i.e., supp(X) = |{Y | ∀Y ∈ CDB: X ⊆ Y}|. For 

example, supp(<2, 3, 2>) = 3 because <2, 3, 2> appears 3 times in user 

clickstreams 100, 200 and 400. 

Given a minimum support threshold δ, a pattern X is frequent if its support 

is equal to or larger than δ, i.e., supp(X) ≥ δ. For example, given δ = 3. Pattern <2, 

3, 2> is frequent because supp(<2, 3, 2>) ≥ δ. 

The downward closure property states that all of the sub-sequences of a 

frequent sequence are also frequent. This property also implies that.  

• All sub-clickstream patterns of a frequent clickstream pattern have their 

supports ≥ the frequent pattern’s support.  

• Let X be a clickstream pattern and Y is an X’s super clickstream pattern. If 

SX and SY are two sets of user clickstreams containing X and Y, then Sy ⊆ 

SX. In other words, Y only appears in user clickstreams that contain X. The 

downward closure property is a well-known heuristic for pruning 

candidates in previously existing algorithms. 

The task of frequent clickstream pattern mining (CPM) is to all frequent 

clickstream patterns with support ≥ δ in a given clickstream database CDB. 

3.2 Challenges and Goals 

As stated above, this thesis progresses with vertical format algorithms because 

they were reported to have more advantages and performance. In particular, the 
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SPADE (Sequential Pattern Discovery using Equivalence classes) algorithm 

family was mainly used to propose the author’s new algorithms.  

The vertical format algorithms mostly focus on mining sequential patterns. 

Those patterns are similar to clickstream patterns, except that each event in a 

sequential pattern can contain more than one item. For example, given clickstream 

pattern C = <1, 2, 3> and sequential pattern S = <(1, 2), 2, (1, 3)>, the first event 

in C is “1” while it is “(1, 3)” in S.  

Applying SPM algorithms to CPM directly can be unoptimized. This happens 

because existing vertical algorithms tend to copy and store duplicate data. On 

large databases, duplicate information occurs more noticeably, causing the 

memory requirements to increase.  

 

Pattern: <2> 

Data id UCID Position list 

1 100 1, 5, 8, 10 

2 200 1, 7 

3 300 1, 5 

4 400 5, 7 

5 500 4 
 

Pattern: <1, 2> 

Data id UCID Position list 

1 100 5, 8, 10 

3 300 5 

4 400 5, 7 

5 500 4 
 

Fig. 3.2. An example of duplicate data. 

The duplicate data is usually a part of the Data-IDList (section 3.3). In Fig. 3.2, 

the example shows two patterns <2> and <1, 2> and their respective Data-IDLists. 

All data of pattern <1, 2>’s Data-IDList is contained within pattern <1>’s Data-

IDList. For example, the first row with UCID = 100 is quite similar in both <1, 

2> and <1>’s Data-IDLists, as the <1, 2>’s position lists are partly duplicated 

from <1>’s position lists.  This usually results in duplicate data being carried over 

and further to other patterns during mining.   

Not to mention that the vertical group usually uses generate-candidate-and-test 

approaches. They can produce large numbers of pattern candidates, and each 

candidate has their data stored in memory. This also contributes to the memory 

issue.  

This chapter’s goal is to propose a CPM algorithm based on the existing vertical 

family algorithm with the following proposed improvements by the author: 

• Reducing the duplicate information to ease the memory problem and, 

• Enhancing the runtime by reducing the number of generated candidates. 
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Those improvements are achieved through the Pseudo-IDList (Section 3.4 on 

Page 24) and the dynamic intersection upper bound constraint (Section 3.5 on 

Page 29). 

3.3 Data-IDList 

A Data-IDList is a data structure that records where a pattern appears in the 

horizontal database (i.e., which user clickstreams contain the pattern and in which 

positions the pattern appears). The Data-IDLists are implemented as matrices in 

this chapter, as explained in the following paragraphs. 

Following [46], the positions where the pattern appeared in a user clickstream 

are only recorded as the positions of the pattern’s last item. For example, given 

user clickstream 400 = <1, 5, 6, 3, 2, 3, 2> in Fig. 3.1 and a pattern <5, 6, 3>, the 

position list of pattern <5, 6, 3> would be <4, 6>. A set of Data-IDLists is called 

a vertical database (Fig. 3.3). A Data-IDList contains the following elements. 

• P: a pattern in which the Data-IDList stores the pattern’s appearing 

positions. 

• M: a lookup matrix with three columns {Data id, UCID, Position list}. 

UCID is a user clickstream id from the horizontal database. The position 

list contains positions where the last item of the pattern occurs in the user 

clickstream, and the values are ordered in ascending order. A data id is a 

locally assigned id for the corresponding (user) clickstream in the IDList. 

The data id acts as a row index for Pseudo-IDList. Different IDLists may 

assign different data ids for the same user clickstream in the database.  

• The support supp(P) is the number of row elements in M. 

If X is a Y’s super clickstream pattern and X’s last event is equal to Y’s last 

event, then for every clickstream containing both X and Y, X’s position list, if it 

exists, is always a sub-list of Y’s position list. Additionally, the first element in 

X’s position list is always equal to or larger than the first element’s value in Y’s 

position list. For example, with two patterns X = <3, 2, 3>, Y = <2, 3> and using 

the example database in Fig. 3.1, it can be seen that the position list of X, which 

is <6, 9>, is a sub-list of Y, which is <2, 6, 9>. This property is thus exploited by 

the proposed Pseudo-IDList described in the next section.  

3.4 Pseudo-IDList 

A Pseudo-IDList holds an index matrix. While the Pseudo-IDList holds no actual 

position information of a pattern, it retrieves (actual) data and indirectly represents 

a Data-IDList for the pattern through a different Data-IDList using its index 

matrix. It includes the following elements: 
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• P: a pattern in which the Pseudo-IDList records the location information. 

• DIP (Data-IDList pointer): a pointer to a Data-IDList where it can retrieve 

the position data of P. The Data-IDList is always of that frequent 1-pattern 

whose value equals the last item in P. For example, if the pattern is <1, 2, 

3>, then DIP would point to the Data-IDList of 1-pattern <3>. Only 

frequent 1-patterns’ Data-IDLists are used because every Pseudo-IDList of 

k-pattern (k > 1) can use the data from frequent 1-pattern Data-IDLists.  

• M: an index matrix contains indices of the Data-IDList in three columns 

{Local id, Data id, Start index}. Like IDList, a local id is a locally assigned 

user clickstream id for the corresponding (user) sequence in this Pseudo-

IDList. A data id is a value that matches a corresponding data id in the Data-

IDList. Given a position list PL corresponding to the local id in Data-IDList 

and a start index that is a location in the position list, the position list for 

the pattern P is a sub-list of PL that starts at the start index to the end of PL. 

• The support supp(P) is the number of row elements in M. 

 

Pattern: <1> 

Data id UCID Position list 

1 100 3, 4, 11 

2 300 2, 4  

3 400 1 

4 500 2, 3 
 

Pattern: <2> 

Data id UCID Position list 

1 100 1, 5, 8, 10 

2 200 1, 7 

3 300 1, 5 

4 400 5, 7 

5 500 4 
 

Pattern: <3> 

Data id UCID Position list 

1 100 2, 6, 9 

2 200 5 

3 400 4, 6 
 

 

Fig. 3.3. An example of Data-IDLists of frequent 1-patterns. 

While Data-IDLists are only created once for frequent 1-patterns at the start of 

the algorithm, the Pseudo-IDLists are created for all possible pattern candidates 

throughout the mining process. This also means that 1-patterns have both Data-

IDLists and Pseudo-IDList, while k-patterns (k ≥ 2) only have Pseudo-IDList. The 

Pseudo-IDList of two patterns are illustrated in Fig. 3.5 and their corresponding 

Data-IDLists in Fig. 3.4.  

Fig. 3.6 illustrates how a Pseudo-IDList retrieves data and represents the Data-

IDList for pattern <1, 3>. The first row of the Pseudo-IDList of <1, 3> will search 

in the first row of pattern <1>’s Data-IDList. The start index in the first row is 2, 

M 
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so it retrieves the position <6, 9> of the full list <2, 6, 9>. Similarly, the second 

row in the Pseudo-IDList has a start index of 1, so it retrieves the full position list 

<4, 6>. 

 

Pattern: <1, 1> 

Data id UCID Position list 

1 100 4, 11 

2 300 4 

4 500 3 
 

Pattern: <1, 2> 

Data id UCID Position list 

1 100 5, 8, 10 

3 300 5 

4 400 5, 7 

5 500 4 
 

Pattern: <1, 3> 

Data id UCID Position list 

1 100 6, 9 

3 400 4, 6 
 

 

Fig. 3.4: Data-IDLists of some frequent 2-patterns sharing prefix <1>. 

 

Pattern: <1, 1> 

DIP: <1> 

Local 

id 

Data id Start index 

1 1 2 

2 2 2 

3 4 2 
 

Pattern: <1, 2> 

DIP: <2> 

Local 

id 

Data id Start index 

1 1 2 

2 3 2 

3 4 1 

4 5 1 
 

Pattern: <1, 3> 

DIP: <3> 

Local 

id 

Data id Start index 

1 1 2 

2 3 1 
 

 

Fig. 3.5. The respective Pseudo-IDList of frequent 2-patterns in Fig. 3.4. 
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Pattern: <1, 3> 

DIP: <3> 

Local 

id 

Data 

id 

Start 

index 

1 1 2 

2 3 1 

 

Pattern: <3> 

Data 

id 

UCID Position 

list 

1 100 2, 6, 9 

2 200 5 

3 400 4, 6 

 

Pattern: <1, 3> 

Local 

id 

UCID Position 

list 

1 100 6, 9 

2 400 4, 6 
 

Fig. 3.6. Data retrieval of a Pseudo-IDList of pattern <1, 3>. 

3.4.1 Pseudo-IDList Generation 

In the vertical format group, e.g. (CM-)SPADE, producing the Data-IDList can 

repeatedly copy a part of a position list from the parent Data-IDList. The author’s 

proposed Pseudo-IDList avoids this by using the data of existing Data-IDLists. 

To do this, the Pseudo-IDList contains the start indices of the position list in an 

existing Data-IDList. Creating a Pseudo-IDList is also faster because it does not 

repeatedly copy redundant information to the new candidate IDList. It, therefore, 

also reduces the runtime and memory footprint. The creation of a Pseudo-IDList 

is described in Algorithm 3.1. 

 

Algorithm 3.1. Pseudo-IDList creation. 

Input: Pseudo-IDList of X and Y 

Output: Pseudo-IDList of Z 

1: MX ← the matrix M in Pseudo-IDList of X  

2: MY ← the matrix M in Pseudo-IDList of Y  

3: Initialize the Pseudo-IDList of Z to initial values 

4: MZ ← the matrix M in Pseudo-IDList of Z  

5: DIP_MX ← the matrix M in Data-IDList that DIP of X points to  

6: DIP_MY ← the matrix M in Data-IDList that DIP of Y points to  

7: local_idZ ← 1  A counter variable that assigns a local id value to each row in matrix 

M of Z’s Pseudo-IDList 

8: row_indexX ← 1  

9: row_indexY ← 1  
    Both MX and MY are iterated at the same time 

10: while row_indexX does not exceed the number of rows in MX do 

11:  while row_indexY does not exceed the number of rows in MY do 

12:   {local_idX, data_idX, start_indexX} ← the row at row_indexX in MX  

13:   {local_idY, data_idY, start_indexY} ← the row at row_indexY in MY 

14:   UCIDX ← UCID value corresponding to data_idX in DIP_MX  
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15:   UCIDY ← UCID value corresponding to data_idY in DIP_MY  

     If a pair of rows from DIP_MX and DIP_MY contain the same UCID, then it 

may contain duplicate information. The search for the start index of the duplicate 

position list in those rows can then begin. Because the rows are sorted ascendingly 

based on UCID, if UCIDX is smaller than UCIDY then the rows from MX must continue 

to be iterated and vice versa until two matching rows are found  
16:   if UCIDX < UCIDY then 

17:    row_indexX ← row_indexX + 1 

18:   else if UCIDX > UCIDY then 

19:    row_indexY ← row_indexY + 1 

20:   else if UCIDX = UCIDY then 

21:    pos_listX ← the position list regarding data_idX in DIP_MX  

22:    pos_listY ← the position list regarding data_idY in DIP_MY  

23:    eX ← the element at start_indexX in pos_listX 

24:    for each element eY starting at start_indexY in pos_listY do 

25:     if eY > eX then  The start index of duplicate information is found 

26:      start_indexZ ← the index of eY in pos_listY 

27:      Add a row {local_idZ, data_idY, start_indexZ } to MZ 
28:      Break; // Stop searching in pos_listY 

29:    row_indexX ← row_indexX + 1 

30:    row_indexY ← row_indexY + 1 

31:    local_idZ ← local_idZ + 1 

32: DIP of Pseudo-IDList of Z ← DIP of Pseudo-IDList of Y  DIP of Z always points 

to the same Data-IDList that Y’s points to 
33: return Pseudo-IDList of Z 

 

3.4.2 Example of Pseudo-IDList Generation 

Assume the patterns X = <1, 1> and Y = <1, 3> have respective index matrices in 

Pseudo-IDList denoted as MX and MY (Fig. 3.5) and the matrices of Data-IDLists 

that DIP in X and Y’s Pseudo-IDList points to are denoted as DIP_MX and 

DIP_MY. DIP_MX and DIP_MY are the matrix M in Data-IDLists of patterns <1> 

and <3> in Fig. 3.3. To obtain the Pseudo-IDList for pattern Z = <1, 1, 3>, the 

following steps outlined in Algorithm 3.1 are performed. 

• The local id counter, local_idZ for MZ, is initialized to 1, then both matrix 

MX and MY are iterated through. The first row in MX is {local_idX, data_idX, 

start_indexX} = {1, 1, 2} and in MY is {local_idY, data_idY, start_indexY} = 

{1, 1, 2}. 

• As data_idX = 1 and data_idY = 1, the row in DIP_MX that has data id = 1 

is located, which is {Data id = 1, UCID = 100, Position list = <3, 4, 11>}. 

The UCID = 100 in that row is assigned to UCIDX. Similarly, UCIDY = 100 
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for DIP_MY as the row {Data id = 1, UCID = 100, Position list = <2, 6, 9>} 

has data id = 1. 

• Because UCIDX = UCIDY = 100, the rows contain duplicate information. 

The searching for the start index of duplicate information commerces. 

• At this point, pos_listX = <3, 4, 11> and pos_listY = <2, 6, 9>, as both of 

them are the position lists in the rows with data id = 1 in DIP_MX  and 

DIP_MY, respectively. Because start_indexX = 2, the search starts at the 

second element in pos_listX, which is eX = 4. Elements in pos_listY are 

checked to see which is the first element that exceeds eX. Starting with the 

second element in pos_listY (because start_indexY = 2), eY = 6 is selected. 

Because eY = 6 > eX = 4, the second element in pos_listY is the start index 

of the duplicate information of the first row in MZ in the Pseudo-IDList of 

Z. Thus, start_indexZ = 2. A row {local_idZ, data_idY, start_indexZ} = {1, 

1, 2} is added to MZ and increase local_idZ to 2. 

• The process moves to the second row in both MX and MY. Upon repeating 

the previous steps, UCIDX = 300 and UCIDY = 400 are identified. Because 

UCIDX = 300 < UCIDY = 400, the process moves to the third row in MX. At 

this point, UCIDX = 500 and UCIDY = 400. Because UCIDX = 500 > UCIDY 

= 400, the process moves to the next row in MY. However, no rows are left 

in MY, so the loop searching for duplicate information stops. 

• After this, the Pseudo-IDList of Z consists of the following elements: DIP 

points to the Data-IDList of <3> and MZ = <{1, 1, 2}>. 

3.5 Pruning with Dynamic Intersection Upper Bound 

Constraint 

Let X and Y be two frequent clickstream patterns that share the same prefix, and 

P1 = <X, lastY> and P2 = <Y, lastX> be two candidates generated from X and Y. Let 

SX and SY be sets of user clickstreams that contain X and Y, respectively and let S∩ 

= SX ∩ SY. 

3.5.1 Dynamic Intersection Upper Bound Constraint (DUB) 

Theorem 3.1. The number of sequences in the intersection set S∩, denoted as 

supp(S∩), is greater or equal to the support count of either P1 or P2; i.e., supp(S∩) 

≥ supp(P1) and supp(S∩) ≥ supp(P2). The interpretation is that supp(S∩) denotes 

the max possible support value of extended patterns P1 and P2. This is considered 

a tighter upper bound than the downward closure property where supp(X) ≥ 

supp(S∩) ≥ supp(P1) and supp(Y) ≥ supp(S∩) ≥ supp(P2).  

Proof. Let Z be the (k-1)-prefix that is shared by both X and Y. It can be 

formulated that P1 = <Z, lastX, lastY> and P2 = <Z, lastY, lastX>, X = <Z, lastX> and 
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Y = <Z, lastY>. If a user clickstream contains P1 or P2, X = <Z, lastX> and Y = <Z, 

lastY> must appear in the same user clickstream.  

A user clickstream in S∩ must contain both X and Y, but it does not state whether 

lastX appears after or before lastY. In a case where ∀C ∈ S∩, lastX always appears 

before lastY (which means C always contains the candidate X), then supcount(S∩) 

= supcount(X). However, C may not always contain X because it does not 

guarantee that lastX would always appear before lastY for every C. Thus, 

supcount(S∩) ≥ supcount(X) and similarly, supcount(S∩) ≥ supcount(Y). 

Building upon Theorem 3.1, the author proposes the Dynamic Intersection 

Upper Bound (DUB) heuristic. This heuristic utilizes the established upper bound 

of supcount(S∩) to prune candidate patterns efficiently during mining. By 

implementing and using DUB, as in the follow-up sections, infrequent patterns 

can be discarded early, thus optimizing computational resources. 

3.5.2 Implementation  

The basic implementation here is to use a bitmap to represent a set of user 

clickstream ids in which a frequent pattern appears. Each user clickstream id 

corresponds to a true bit in the bitmap. As such, the intersection set S∩ = SX ∩ SY 

can be quickly obtained by the doing operator AND on the two bitmaps 

representing SX and SY.  

Fixed-size bitmaps 

An easy implementation is using bitmaps that are fixed in size and directly 

proportional to the database's total number of user clickstreams. For example, 

each bitmap will consistently contain one million bits for a database with one 

million user clickstreams. In this case, all the fixed-size bitmaps have a common 

index range starting at one and ending at 1,000,000. This fixed size is maintained 

throughout the entire mining process, ensuring that all user clickstream IDs 

(UCIDs) are accounted for. Each index in the bitmap corresponds to a specific 

user clickstream ID, making it straightforward to intersect bitmaps and obtain the 

correct intersected bitmaps. The number of true bits in the bitmap represents the 

maximum possible support value of extended patterns. 

However, this approach can lead to high memory usage, especially if only a 

small number of bits are true. To address this, the author proposes a dynamic-size 

bitmap approach that is optimized based on the downward closure property. This 

property indicates that if a pattern appears in a set of user clickstreams, all its 

super-patterns (child patterns) will not appear in any other user clickstreams 

outside of that set. By leveraging this property, the size of the bitmaps can be 

reduced by only considering the smaller set of user clickstreams needed for 

intersection. 
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Dynamic-size bitmaps 

The dynamic bitmap-size approach focuses on making bitmaps varying in size 

based on the set of user clickstreams containing the parent of specific patterns. 

Since the super-patterns must appear only in the user clickstreams in that set, no 

necessary information is lost during the intersection. This means that the bitmaps 

will be tailored to the size of this specific set rather than the entire database. 

For example, if the parent of a pattern appears in 99 user clickstreams, the size 

of the bitmaps will be 99, and the indices will range from one to 99. The local ids 

in Pseudo-IDList work as the common indices in this case. 

As patterns lengthen and become more specific, they appear in fewer user 

clickstreams, reducing the size of the relevant bitmaps. This is because the 

bitmaps no longer need to account for all user clickstreams in the database, just 

those that contain the parent pattern. This approach produces smaller bitmaps, 

resulting in more efficient memory usage and better performance. This dynamic-

size bitmap approach is used in the implementation of the DUB pruning. 

The bitmaps are created during the creation of the Pseudo-IDList. For 

optimization, the local id column of each data or Pseudo-IDList can be removed 

when all the necessary bitmaps are created, thus saving memory. 

  

Fixed-size bitmaps  Dynamic-size bitmaps 

UCID in 

Database 

100 

200 

300 

400 

500 
 

<3, 

3> 

1 

1 

0 

1 

0 
 

<3, 

6> 

0 

1 

0 

0 

0 
 

  

UCID of Pattern 

<3> 

100 

200 

400 
 

<3, 

3> 

1 

1 

1 
 

<3, 

6> 

0 

1 

0 
 

Fig. 3.7. Examples of fixed-size and dynamic-size bitmaps. 

Examples 

Let Z = <3> be the prefix of two patterns X = <3, 2> and Y = <3, 3>. The pattern 

Z = <3> and X = <3, 2> appear in UCIDs = {100, 200, 400}, whereas Y = <3, 6> 

only appears in UCIDs = {200}. Fig. 3.7 shows the differences between fixed-

size and dynamic-size bitmaps representing X and Y patterns. Since the example 

database contains five user clickstreams, the fixed-size bitmaps need five bits. 

However, the dynamic-size bitmaps only need three bits because the pattern <3> 

only appears in three user clickstreams. 
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3.5.3 Usage 

Suppose the new candidates do not satisfy DUB. In that case, they are not frequent 

patterns and can be discarded immediately, and thus, the later steps (i.e., creating 

Pseudo-IDList and checking support) are unnecessary. Fig. 3.8 illustrates an 

example of DUB, where DUB bitmaps of <3, 3> and <3, 6> are joined to create 

an intersection bitmap. From this, the supp(S∩) is identified as one. 

 

<3, 3> 

1 

1 

1 
 

∩ 

<3, 6> 

0 

1 

0 
 

→  

S∩ 

0 

1 

0 
 

supp(S∩) = 1 

Fig. 3.8. An example of DUB. 

3.6 Candidate Generation 

A similar method to that of (CM-)SPADE is employed to generate candidates. 

Specifically, given two frequent k-patterns X and Y, that share the same (k-1)-

prefix, let lastX and lastY be the two events of X and Y, respectively. If lastX is not 

the same as lastY, then a set of two candidates is generated, which is {<X, lastY>, 

<Y, lastX>}. Otherwise, the set only contains one candidate {<X, lastY>}. This step 

also includes the pruning heuristic that was introduced earlier. 

3.7 Algorithm: Clickstream Pattern Mining Using Pseudo-

IDList (CUP)  

In this section, the author proposes the CUP (Clickstream pattern mining Using 

Pseudo-IDList) algorithm to address some of the aforementioned issues of 

existing SPM algorithms. In particular, CUP incorporates the author’s proposed 

Pseudo-IDList and Data-IDList to reduce the duplicate data in memory. CUP also 

uses the author’s proposed DUB to improve the runtime by filtering unnecessary 

candidates. 

3.7.1 Algorithm Flow 

Generally, the mining processes of CUP (Algorithm 3.2) use the idea of traversing 

search space in a depth-first search manner to enumerate the entire set of frequent 

patterns.  It contains the following main steps. 
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Step 1. Identifying frequent 1-patterns in a given horizontal database and 

transforming the horizontal database to a set of Data-IDLists (i.e., a vertical 

database as illustrated in Fig. 3.3). Each Data-IDList holds the information 

necessary for frequent 1-patterns (Section 3.3). 

Step 2. Generating pattern candidates with length (k+1) from two given 

frequent k-patterns that share the same (k-1)-prefix. Frequent 1-patterns are 

considered as sharing the 0-prefix (or an empty prefix). The proposed pruning 

heuristic (Section 3.5) is used right after this to discard redundant candidates.  

Step 3. Creating data for the generated candidates and checking support values. 

Any candidate that does not satisfy the minimum support threshold γ is discarded. 

Their support is obtained via the proposed Pseudo-IDList (Section 3.4). Each 

candidate is assigned one Pseudo-IDList, and the Pseudo-IDList is created by 

joining data from two parents’ IDLists. The process then loops back at the 

generating candidate step (step 2) until no candidates can be found.  

 

Fig. 3.9. The pattern search space corresponding to the database in the example. 

 

3.7.2 A Running Example 

In this section, CUP is described in pseudocode in Algorithm 3.2, and a running 

example is given using the database CDB in Fig. 3.1 and a minimum support 

threshold γ = 3. The pattern search space is illustrated in Fig. 3.9. 
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Step 1. The horizontal database is scanned once to identify the frequent 1-

pattern set, which is {<1>, <2>, <3>} with the respective support {4, 5, 3}. Data 

IDLists and Pseudo-IDLists for those 1-patterns are also created during the 

database scan. 

Step 2. A pattern candidate set {<1, 1>, <1, 2>, <1, 3>} is generated by 

combining <1> with <1>, <1> with <2> and <1> with <3>. The candidates in this 

set share the 1-prefix <1>. Partial candidate sets {<2, 1>} and {<3, 1>} that 

respectively share 1-prefix <2>, <3> are also created simultaneously during the 

combination. These sets are fully constructed after backtracking from traversing 

<1> and its child nodes. Afterward, DUB is applied to filter the candidate set of 

<1>. The intersection support values are {3, 4, 2}. Candidate <1, 3> of <1> is 

discarded because its intersection support of 2 is less than the threshold γ = 3. 

Similarly, candidate <3, 1> of <3> is discarded as it shares the same intersection 

support = 2 as <1, 3>.  

Step 3. As the candidate set of <1>, which is {<1, 1>, <1, 2>} is passed to this 

step, Pseudo-IDLists are constructed for these candidates based on the Pseudo-

IDList of <1> and <2>. After constructing this, the supports of the two candidates 

are identified as {3, 4}, both of which ≥ γ. As CUP operates in a depth-first 

manner, step 2 is repeated, and these two frequent 2-patterns are used to generate 

3-candidates. However, those 3-candidates are infrequent; thus, no more 

candidates can be generated for this branch. Backtracking to step 2 is then 

performed, and the full candidate sets for <2> and <3> are completed. The 

algorithm stops after no more candidates can be found in the <3> branch. 

 

Algorithm 3.2. The CUP algorithm. 

Input: a clickstream database CDB and a minimum support threshold γ  

Output: a set of frequent clickstream patterns in CDB 

1: Identify all frequent 1-patterns by scanning the horizontal user clickstream database. 

The frequent 1-patterns are put into the set F. Meanwhile, the scanning process also 

creates Data-IDLists and Pseudo-IDLists for all frequent 1-patterns. 

2: sub_F ← DFS_Traversing(F, γ)  Start traveling the tree by going through frequent 1- 

patterns (level 1) and one by one expanding them further. Sub_F will hold all the frequent k-

patterns (k > 1) as the result set from the function. 

3: F ← F ∪ sub_F  The complete set of frequent patterns in the clickstream database 

4: return F 
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Algorithm 3.3. DFS_Traversing 

Input: a set F of frequent k-pattern that share (k-1)-prefix and a minimum support threshold 

γ  

Output: a subset sub_F of frequent clickstream patterns in CDB 

5: sub_F ← ∅  Will later store all frequent k-patterns that are super clickstreams of those 

patterns in F 

6: cand_set_list ← ∅   A set in which each element is a set of candidates that share the same 

(k-1)-prefix 

7: Sort F according to a given lexicographical order 

8: for each frequent pattern X in F do 
  Slowly build an entire set of candidates that share k-prefix X 

9:  for each frequent pattern Y > X in F do  Y > X regarding the lexicographical order 

10:   cand_set ← a set of candidate patterns generated using X and Y 

11:   Apply the DUB heuristic to cand_set to prune candidates 

12:   for each candidate pattern Z in cand_set do 

13:    Create Pseudo-IDList for Z from Pseudo-IDLists of X and Y  

14:    if supcount(Z) < γ then  The candidate Z is infrequent 

15:     Continue 

16:    sub_F  ← sub_F ∪ Z  The candidate Z is frequent and is added into the 

result set 

17:     Put each candidate to the correct child candidate group based on whether X 

or Y will be the k-prefix of the new frequent candidate. If it is X, the new candidate is put into 

the group where X is their k-prefix. Otherwise, it is Y.  
18:    if X is the k-prefix of Z then 

19:     index_setX ← index of a candidate group that share k-prefix X 

20:     cand_set_list[index_setX] ← cand_set_list[index_setX] ∪ Z 

21:    else  

22:     index_setY ← index of a candidate group that share k-prefix Y 

23:     cand_set_list[index_setY] ← cand_set_list[index_setY] ∪ Z 

24:  temp_F ← DFS_Traversing(cand_set_list[index_setX], γ)  Recursively traverse 

the children of X. The frequent (k+1)-patterns from those children will be put in temp_F. 

25:  sub_F ← sub_F ∪ temp_F  The result is merged into one 

26: return sub_F 

 

3.8 Experiment 

This section describes the setups and environments for running experiments, and 

a report on the performance comparison results is provided. The algorithms are 

CUP (the author’s proposed algorithm with Pseudo-IDList and Data-IDList), 

CUP+DUB (in which the pruning heuristic of Dynamic Intersection Upper Bound 

Constraint is integrated into CUP), and two existing algorithms, PrefixSpan [16], 

CM-SPADE [19] and SPAM [21]. Based on Fournier-Viger et al. [19], 

PrefixSpan and CM-SPADE are very effective for sequential pattern mining. In 
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this experiment, PrefixSpan represents the horizontal format group, and CM-

SPADE represents the vertical format group since they are considered the most 

effective algorithms among their groups. Additionally, CM-SPADE is a state-of-

the-art algorithm that uses a concept similar to IDList, which can be used to 

compare with CUP. Besides runtime and memory consumption, the effectiveness 

of the DUB heuristic is also reported based on the number of candidates it discards 

for each database. 

3.8.1 Environment Setup 

The algorithms are implemented in Java, and the tests are carried out on Windows 

10 64-bit edition and JDK 8. The hardware specifications include 2.2GHz Intel I7 

8750H (with the Turbo Boost function deactivated for more stable runtimes) and 

16GB RAM. CM-SPADE and PrefixSpan are obtained via the SPMF package 

[47]. Four real-life clickstream databases are collected via the SPMF site for the 

performance benchmark. The description of each database is given in Table 3.1. 

All algorithms are executed on all test databases while the minimum support 

threshold is being decreased until one of the algorithms takes too long to finish. 

For optimization reasons, the CMAP data structure [19] is also integrated into 

CUP to prune candidates.  

Table 3.1. Summary of databases for experiments1. 

Database Database size Distinct events 

FIFA 20,450 2,990 

BMS2 77,512 3,340 

Kosarak 990,002 41,270 

MSNBC 989,818 17 

3.8.2 Performance Analysis 

On all test databases, CUP(+DUB) outperforms SPAM, PrefixSpan, and CM-

SPADE regarding execution time, while CM-SPADE runs faster than PrefixSpan 

on FIFA, Kosarak, and MSNBC. SPAM has the highest runtime among the four 

algorithms and cannot run on Kosarak due to exceeding the allowed memory. On 

large databases (Kosarak and MSNBC), CUP(+DUB) runs noticeably faster than 

the other two. When minimum support thresholds are high, not many frequent 

 

 

1 The FIFA, BMS2, and MSNBC datasets can be obtained from the SPMF website (http://www.philippe-

fournier-viger.com/spmf/index.php?link=datasets.php) and Kosarak can be obtained at http://fimi.ua.ac.be/data/. 



37 

 

patterns are produced; the differences in runtime among the four algorithms are 

small. However, as the minimum support threshold gets smaller, the gaps in 

runtimes get bigger. The runtimes of PrefixSpan and CM-SPADE also increase 

dramatically at a faster rate. CUP(+DUB) works well because Pseudo-IDList does 

not have to copy redundant data; instead, this method only produces indices on 

existing Data-IDLists.  

Regarding memory consumption, CM-SPADE has the highest because it stores 

repetitive data. CUP(+DUB) uses less memory than PrefixSpan on two databases, 

FIFA and Kosarak, and roughly the same amount on BMS2. On MSNBC, 

CUP(+DUB) uses more memory than PrefixSpan at high minimum support 

thresholds, but it gradually comes close to PrefixSpan at lower minimum support 

thresholds. This indicates the effectiveness and efficiency of memory 

consumption and runtime of Pseudo-IDList. CUP(+DUB) achieves good runtimes 

while maintaining fairly low memory consumption. 

Even though the mining process of CM-SPADE and CUP have several similar 

steps, different IDList data structures make CUP perform much better than CM-

SPADE. For CM-SPADE, their IDLists are hashtables that contain tuples of 

{UCID, Bitmap}. The hash key is UCID, and its value is a bitmap. The bitmap is 

an array of bits in which each true bit represents a location of the pattern in the 

user clickstream. The required space is m + nbl for a single IDList in a perfect 

condition and with a perfect hash function, where m is the number of sequences 

and nbl is the sum of all the 32-bit blocks used in all the bitmaps. However, in 

practice, more than m + nbl space is required when the available Java hashtable is 

used. Additionally, collisions can occur when inserting new tuples into the CM-

SPADE’s IDLists, and when the hashtables (used in IDLists) are full, they need 

to expand and rehash. When this happens, the runtime can increase.  

Using the bitmap representation of position lists also has its disadvantages. 

There are cases when a bitmap with many unnecessary empty bits is used to 

represent a single position.  For example, considering a position list with a single 

position <122>, a bitmap with 128 bits is needed to represent that position, which 

is four times the amount of space of a single integer value. It also means that the 

bitmap iteration for the mentioned case may take four times longer. SPAM also 

suffers from this issue. 

Regarding CUP, given that there are two frequent patterns, P1 and P2, the 

respective Pseudo-IDList Plist1 and Plist2 contain m and n numbers of rows. In 

the algorithm, each row holds a start index to a position list of a Data-IDList, and 

the needed portion of the position list is from the start index to the end of the list.  
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Fig. 3.10. Runtime for four databases. 

 

Fig. 3.11. Memory consumption for four databases. 

Assume that the numbers of position elements that Plist1 and Plist2 must 

retrieve are M and N, and let P3 be a candidate pattern formed from P1 and P2. 
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Creating a new Pseudo-IDList Plist3 for P3 requires O(M + N) in runtime at most. 

For space complexity, each Pseudo-IDList only takes 2 * k numbers of memory 

blocks constantly, where k is the number of rows in the Pseudo-IDList, and each 

block is assumed to be 32 bits. If Data-IDList is used instead of Pseudo-IDList, 

the space requirements would be higher than or equal to 2 * k. The reason is that 

each row of a Data-IDList stores the UCID and every position of the patterns in a 

user clickstream. On the other hand, the Pseudo-IDList only stores the start index 

to the Data-IDLists of frequent 1-patterns and the UCID. 

3.8.3 Effectiveness of Dynamic Intersection Upper Bound Constraint 

The experimental results also indicate the effectiveness of the proposed pruning 

heuristic. CUP+DUB runs even faster than CUP as DUB reduces the workload by 

reducing the number of candidates generated. The details of candidate reduction 

and runtime improvement are provided in Table 3.2. The number of candidates 

generated is roughly cut down by 40% to 50% in three databases, FIFA, Kosarak, 

and MSNBC, depending on the minimum threshold values. The highest reduction 

is on BMS2, which goes up to 70%.  

 

Table 3.2. Amount of candidate reduction and runtime reduction when DUB is 

integrated into CUP. 

Database 
Minimum support 

threshold ω (%) 

Candidate 

reduction (%) 

Runtime 

improvement (%) 

FIFA 11 to 7 51 to 55 38 to 42 

BMS2 0.009 to 0.005 68 to 70 34 to 40 

Kosarak 0.4 to 0.009 42 to 52 13 to 24 

MSNBC 0.1 to 0.02 40 to 51 21 to 33 

 

Because the numbers of candidates are reduced with DUB, algorithms spend 

less time validating whether candidates are frequent. Hence, the runtime is 

improved with DUB, but the improvement can vary.  More candidates tend to be 

discarded as the minimum support threshold ω decreases. Therefore, the 

improvement increases as ω decreases and becomes stable after certain support 

thresholds. Specifically, it reduces from a minimum of 13% on Kosarak (at the 

highest value of minimum support threshold for the database) to a maximum of 

39% on FIFA (at the lowest value of minimum support threshold for the database).  

Memory consumption does not really increase when DUB is added to CUP. On 

FIFA, it even reduces memory consumption. The reason is that even DUB 

requires a little extra memory allocation for bitmaps to execute DUB. The 

additional memory needed is marginal, and it gets smaller as the algorithm 
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progresses due to the DUB characteristics and the bitmaps' shrinkable size. 

Meanwhile, DUB also discards many Pseudo-IDLists of infrequent candidates 

from being created. Thus, the memory saved from the discarded Pseudo-IDList 

makes up for the memory used for bitmap allocation. 

 

 

Fig. 3.12. Runtime when the size of the database changes. 

 

 

Fig. 3.13. Memory consumption when the size of the databases changes. 

3.8.4 Scalability 

At the time of conducting the experiments, no existing synthetic clickstream 

database generator had been developed to create test datasets that can vary in size. 

Therefore, two large databases, MSNBC and Kosarak, from previous experiments 

are reused to study the algorithms’ scalability (i.e., how algorithms react to 

changes in database size). The experiments began with subsets of both datasets, 

each consisting of 200,000 user clickstreams, and the subset sizes were 

incrementally increased to 400,000 and beyond. The minimum support threshold 

was fixed throughout these experiments at 0.09% for Kosarak and 0.02% for 

MSNBC. The scalability results are in Fig. 3.12 and Fig. 3.13.  
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The results show that the proposed algorithms and CM-SPADE and PrefixSpan 

have steeper linear growth rates in runtimes when databases are slightly small 

(from 200,000 to 600,000). After that, the runtime’s growth rates get smaller. In 

terms of memory consumption, the proposed algorithms have smaller and 

smoother growth rates on Kosarak. In comparison, PrefixSpan and CM-SPADE’s 

growth rates are steeper at early changes in database sizes. On MSNBC, the 

memory consumptions of all algorithms have a small growth rate. 
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4. FREQUENT SEQUENTIAL PATTERN MINING 

This chapter looks into frequent sequential pattern mining, a more general 

problem of clickstream pattern mining. The content of this chapter is overlapped 

with the author’s previous research presented in a journal article [A.3], and its 

preliminary version in a conference paper [A.12]. 

4.1 Problem Definition 

Let I = {i1, i2, …, in} be a set of integer values. Each i1 ∈ I represents an item (e.g., 

a pair of shoes). A sequence s = <E1, E2, …, Em> (1 ≤ i ≤ m) is a list of itemsets 

in an order, where an itemset Ei ∈ s is a subset of I and m is the sequence size of 

s. For example, let I = {1, 2, 3, 4, 5}, two possible 3-itemsets can be {2, 4, 5} and 

{1, 2, 5}. 

A user transaction sequence is generated according to the customer’s orders 

when a customer purchases items in a store. A sequence is enclosed with “<” and 

“>” symbols while “{“ and “}” enclose an itemset. For example, <{2, 3},{1, 2, 

3},{1, 3}> is a transaction sequence with three itemsets. <{2, 3},{1, 2, 3},{1, 3}> 

means that a user purchased 2 and 3 together, then 1, 2, and 3, and lastly 1, and 3. 

A sequence containing l items is called an l-sequence, and l is its sequence length. 

For example, <{2, 3},{1, 2, 3},{1, 3}> is a 7-sequence. Let sx = <X1, X2, …, Xn> 

and sy = <Y1, Y2, …, Ym> be two sequences, and n ≤ m. If there exist integers 1 ≤ 

i1 < i2 < … < in ≤ m such that X1 ⊆ Yi1, X2 ⊆ Yi2, …, Xn ⊆ Yin, sy is considered a 

super-sequence of sx or sx is considered a sub-sequence of sy (i.e., sx appears in 

sy). Additionally, sx ⊆ sy denotes sub-sequence relation. For example, <{3}, {1, 

3}> is considered a sub-sequence of <{1, 3, 4},{1, 2},{3, 4}, {1, 2, 3}> (which is 

the first sequence in Fig. 4.1).  

A list of user transaction sequences makes up a sequence database SDB = {S1, 

S2, …, Sq}. An integer value, which is called a transaction sequence id (TSID), is 

assigned to each sequence. For example, there are five user transaction sequences 

in Fig. 4.1. Each transaction sequence has a TSID, numbering from one to five. If 

a sequence is a sub-sequence of (or appears in) one or more user transaction 

sequences in a database, that sequence is considered a pattern in that database. 

Let supp(s) denote the number of user transaction sequences in which a pattern s 

appears; supp(s) is also called the support of s. Let δ be an integer value that 

denotes a minimum support threshold. A frequent (sequential) pattern is a 

pattern having its support ≥ δ.  

Let X = <X1, X2, …, Xn> and Y = <Y1, Y2, …, Ym> (n < m) to be two sequences, 

X is a prefix of Y if Xi = Yi (0 ≤ i ≤ n). For example, a sequence <{1}> is a prefix 

of <{1}, {1, 5}, {3, 4, 5}> and <{1}, {1, 5}, {3, 4}> is also a prefix of <{1}, {1, 

5}, {3, 4, 5}>.  
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The downward closure property stated in the previous chapter also applies 

to sequential pattern mining. 

Problem statement. Given a sequential database SDB and a minimum support 

threshold δ, SPM aims to find all frequent patterns with supports ≥ δ in SDB. 

 

TSID Transaction sequences 

100 <{1, 3, 4}, {1, 2}, {3, 4}, {1, 2, 3}> 

200 <{1, 2}, {1, 3}> 

300 <{1}, {1, 2, 3}> 

400 <{3}, {2, 4}> 

500 <{2, 3}, {1, 2, 3}, {1, 3}> 

Fig. 4.1. An example of a sequential transaction database. 

Example 1. Given δ = 2 and an SDB in Fig. 4.1, the first transaction sequence 

(with TSID = 500) is <{2, 3}, {1, 2, 3}, {1, 3}>. Patterns <{1, 2}, {1}> and <{2}, 

{1}, {1}> are both sub-sequence of transaction sequence 500 and are 3-patterns, 

whereas <{2, 1}, {1}, {3}> is not. Pattern <{1, 2}, {1}> has supp(<{1, 2}, {1}>) 

= 3 because it appears in transaction sequences 100, 200, and 500. Thus, it is 

considered frequent. Pattern <{2}, {1}, {1}> only appears in transaction sequence 

500, thus its supp(<{2}, {1}, {1}>) = 1 < δ and it is infrequent. 

4.2 Challenges and Goals 

Patterns in SPM are classified into two categories to facilitate the explanation of 

the issue. One category is patterns that end with an itemset containing a single 

item, and the others end with an itemset containing two or more items. The former 

is called s-tailed patterns (short for singleton-tailed patterns), and the latter is 

called ns-tailed patterns (short for non-singleton-tailed patterns). For example, let 

X = <{2, 4}, {3}> and Y = <{5}, {1, 3}> be two patterns, then X is an s-tailed 

pattern and Y is an ns-tailed pattern. 

According to the categorizing above, clickstream patterns comprise multiple 1-

itemsets. This indicates that clickstream patterns are always s-tailed. A sequential 

pattern, on the other hand, can be either s-tailed or ns-tailed.  

In this section, Pseudo-IDList (in section 3.4) is proven to work for s-tailed 

patterns but not for ns-tailed patterns. Thus, Pseudo-IDList is not suitable for SPM 

unless there are adjustments.  

Definition 1. Let PLX = <x1, x2, …, xm>, PLY = <yn, yn+1, …, ym> be two position 

lists and 1 ≤ m ≤ n. PLY is a tail sublist of PLX if ym = xm, ym+1 = xm+1, …, yn = xn. 
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For example, <4, 6> is a tail sublist of <1, 2, 4, 6> but <2, 6> is not a tail sublist 

of <1, 2, 4, 6>.  

Theorem 1. Let X and Y be two s-tailed patterns appearing in the same user 

transaction. If X is a sub-pattern of Y (X ⊂ Y), and the last item in X equals the last 

item in Y, then X’s position list is a tail sublist of Y’s position list. 

Proof. Let PX be the (k-1)-prefix of X and PY be the (k-1)-prefix of Y, e is the 

last item of X (as well as Y), and S is a user transaction sequence in which X and 

Y both appear. Let prefix_pos(S, PX, start_index) be a function that returns the 

position of PX (i.e., the position of the itemset that contains the last item of PX in 

S), and start_index be the position where the searching starts in S. Let 

include_item(i, e) be a function that returns true when item e is included at the ith 

itemset in S. 

Because X (and Y) is an s-tailed, e’s position is always > prefix_pos(S, PX, 0). 

Thus, a position list can be formed by first finding the first occurrence of PX in S. 

After this, all positions of e after PX in S form the position list. In other words, the 

position list can be represented as an ordered set with an ascending ordering of 

integer numbers. The position list of X can be denoted as PLX = { i | ∀ i ∈ Z+: 

include_item(i, e) = true AND prefix_pos(S, PX, 0) < i ≤ length of S}. Similarly, 

PLY = {i | ∀ i ∈ Z+: include_item(i, e) = true AND prefix_pos(S, PY, 0) < i ≤ length 

of S}. 

Because X ⊂ Y, PX ⊂ PY, and length of PX < length of PY, the first occurrence 

of PX always happens before or at the same location of PY. In other words, 

pattern_pos(S, PX, 0) ≤ pattern_pos(S, PY, 0). The position list of X’s can be 

rewritten as:  

PLX = {i | ∀ i ∈ Z+: include_item(i, e) = true AND [prefix_pos(S, PX, 0) < i < 

prefix_pos(S, PY, 0) OR prefix_pos(S, PY, 0) < i ≤ length of S]} 

  = {i | ∀ i ∈ Z+: include_item(i, e) = true AND prefix_pos(S, PX, 0) < i < 

prefix_pos(S, PY, 0)} ∪ {i | ∀ i ∈ Z+: include_item(i, e) = true AND prefix_pos(S, 

PY, 0) < i ≤ length of S }  

  = {i | ∀ i ∈ Z+: include_item(i, e) = true AND prefix_pos(S, PX, 0) < i < 

prefix_pos(S, PY, 0)} ∪ PLY  

Thus, PLY is a tail sublist of PLX. 

Example. Let X = <{1, 3}, {3}> ,Y = <{1}, {3}>, and a transaction sequence 

with TSID = 100, considering the position list PLX = <3, 4> for TSID = 100 in X’s 

Data-IDList and the position list PLY  = <1, 3, 4> for TSID = 100 in Y’s Data-

IDList. It can be seen that PLX = <3, 4> ⊆ PLY = <1, 3, 4>, and LX is a tail sublist 

of LY. 

This theorem is important for the proposed method because when a Pseudo-

IDList retrieves position information from a Data-IDList, the position information 
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must always be tail sublists (i.e., the continuous array of elements from a start 

index to the end of a position list) as in the example above. So, if s-tailed patterns 

do not satisfy this condition (i.e., the theorem does not hold), the idea of Pseudo-

IDList does not work for the author’s proposed method. 

Lemma 1. For every sub-pattern X of a pattern Y (X ⊂ Y), if X and Y are both 

s-tailed patterns, and the last item in X is equal to the last item in Y, then every 

position list in Y’s Data-IDList is a tail sublist of another position list in X’s Data-

IDList with the same TSID. 

Example. Let Y = <{1, 2}, {3}>, then all sub-patterns of Y are s-tailed patterns. 

Those sub-patterns are <{1}>, <{2}>, <{3}>, <{1}, {3}>, and <{1}, {2}>. 

However, only <{1}, {3}> and <{3}> have the same last item {3} as Y. The Data-

IDList of Y is shown in Fig. 4.3, and every position list of it is a tail sublist of 

either <{1}, {3}>, or <{3}>’s Data-IDLists (Fig. 4.2 and Fig. 4.3). 

 

Pattern: <{1}> 

Data id TSID 
Position 

list 

1 100 1, 2, 4 

2 200 1, 2 

3 300 1, 2 

4 500 2, 3 
 

Pattern: <{2}> 

Data id TSID Position list 

1 100 2, 4 

2 200 1 

3 300 2 

4 400 2 

5 500 1, 2 
 

Pattern: <{3}> 

Data id TSID Position list 

1 100 1, 3, 4 

2 200 2 

3 300 2 

4 400 1 

5 500 1, 2, 3 
 

 

Fig. 4.2. Data IDLists of frequent 1-patterns (i.e., the vertical format database). 

 

M 
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Pattern: <{1, 2}> 

Data id TSID Position list 

1 100 2, 4 

2 200 1 

3 300 2 

4 500 2 
 

Pattern: <{1, 3}> 

Data id TSID Position list 

1 100 1, 4 

2 200 2 

3 300 2 

4 500 2, 3 
 

Pattern: <{1}, {1}> 

Data id TSID Position list 

1 100 2, 4 

2 200 2 

3 300 2 

4 500 3 
 

Pattern: <{1}, {3}> 

Data id TSID Position list 

1 100 3, 4 

2 200 2 

3 300 2 

4 500 3 

 

Pattern: <{1, 2}, {3}> 

Data id TSID Position list 

1 100 3, 4 

2 200 2 

3 500 3 
 

Fig. 4.3. Data-IDLists of some frequent patterns that share prefix <{1}>. The first two 

<{1 ,2}> and <{1, 3}> are ns-tailed, and the other three, <{1}, {1}>, <{1}, {3}> and 

<{1, 2}, {3}> are s-tailed patterns. 

Lemma 2. For every k-pattern Y (k ≥ 2) that is an s-tailed and exists in a 

database, there always exists a frequent 1-pattern X such that X ⊂ Y and every 

position list in Y’s Data-IDList is a tail sublist of another position list in X’s Data-

IDList with the same TSID. 

Lemma 2 is deduced directly from Lemma 1. This lemma means that Data-

IDLists of frequent 1-patterns are sufficient to provide position information for 

all k-patterns (k ≥ 2) that are s-tailed patterns. Thus, it is unnecessary to generate 

Data-IDLists for s-tailed k-patterns (k ≥ 2). 

Based on the above theorem and lemmas, Pseudo-IDList is proven to work on 

s-tailed patterns. However, it does not work on ns-tailed patterns. This can be 

proved via the following counter-example. Let Y = <{3}> and X = <{1, 3}> be 

two ns-tailed patterns, the position list PLX = <1, 4> for TSID = 100 in X’s Data-

IDList and the position list PLY  = <1, 3, 4> for TSID = 100 in Y’s Data-IDList. It 

can be seen that PLX = <1, 4> ⊆ PLY = <1, 3, 4>, but PLX is not a tail sublist of 

PLY. Hence, the idea of Pseudo-IDList fails in this case. 

The goal of this chapter is to propose a method to adapt the author’s algorithm 

(the CUP algorithm) in the previous chapter to sequential pattern mining. 



47 

 

4.3 Adaptation of Pseudo-IDList 

The author proposes the following changes to make the idea work for sequential 

pattern mining: 

• Data-IDLists are used to hold the position data directly for ns-tailed 

patterns, as Pseudo-IDLists do not work for ns-tailed patterns. (Section 3.3) 

• Pseudo-IDLists are still used for s-tailed patterns. (Section 3.4) 

4.3.1 Candidate Generation 

Most vertical algorithms employ a generate-and-test-candidate approach, forming 

their candidates by combining shorter-length patterns. For example, let X1 = <{1, 

3}, {2}, {4}>, X2 = <{1, 3}, {2}, {5}> be two frequent patterns which share the 

same 3-prefix <{1, 3}, {2}>. Z1 = <{1, 3}, {2}, {5}, {4}>, Z1 = <{1, 3}, {2}, {4}, 

{5}>, and Z3 = <{1, 3}, {2}, {4, 5}> are three pattern candidates that are produced 

from combining X1 and X2. Z1 and Z2 are s-tailed, and Z3 is ns-tailed. Z1 and Z3 

have X1 as their prefix, and Z2 has X2 as their prefix. The candidate generation 

process can be either based on SPADE [20] or SPAM [21]. The SPADE method 

is used because it is closer to the author’s algorithm. Briefly, candidates are 

generated according to the following rules: 

• If both parent patterns X1 and X2 are s-tailed, the number of generated 

candidates is three, and they are a mix of s-tailed and ns-tailed patterns. The 

previous paragraph shows an example of this case. One exception is that 

when both parents are the same pattern (X1 = X2), then there is only one s-

tailed candidate. For example, if X1 = X2 = <{1, 3}, {2}, {4}>, there is only 

one s-tailed candidate <{1, 3}, {2}, {4}, {4}>. 

• If both are ns-tailed, only one ns-tailed candidate is generated. For example, 

let X1 = <{1, 3}, {2, 3}> and X1 = <{1, 3}, {2, 4}>, the generated candidate 

is <{1, 3}, {2, 3, 4}>. 

• If one of the parents is ns-tailed and the other one is s-tailed, there is only 

one s-tailed candidate. For example, let X1 = <{1, 3}, {2, 4}> and X1 = <{1, 

3}, {2}, {3}>, the generated candidate is <{1, 3}, {2, 4}, {3}>. 

4.3.2 IDList Generation 

In the original idea, Pseudo-IDLists are always produced in the IDList generation 

process because all clickstreams are s-tailed patterns. However, the candidate 

generation for patterns in SPM can produce either ns-tailed or s-tailed candidate 

patterns. Thus, this chapter’s IDList generation process needs to produce a 

Pseudo-IDList if the candidate pattern is an s-tailed or a Data-IDList otherwise. 

The process of generating Pseudo-IDList for s-tailed is illustrated in Algorithm 
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4.1, and the process of generating Data-IDLists for ns-tailed is shown in 

Algorithm 4.2. Note that those s- and ns-tailed patterns must be longer than one.  

Two cases can happen in Algorithm 4.1 for parent patterns X and Y. If X and Y 

are s-tailed, both X and Y’s IDLists are Pseudo-IDList. The other case is that one 

is an ns-tailed, and the other is an s-tailed. In such a case, X is always the ns-tailed, 

and Y always has the s-tailed. There are also two cases in Algorithm 4.1: X and Y 

are either both s-tailed or both ns-tailed. 

 

Algorithm 4.1 Pseudo-IDList generation for an s-tailed candidate pattern. 

Input: IDLists of X and Y 

Output: Pseudo-IDList of Z 

1: Let MX be X’s IDList  MX can be either a Data-IDList or a Pseudo-IDList 

2: Let MY be Y’s Pseudo-IDList, let MZ be Z’s Pseudo-IDList and initialize MZ to initial 

values  

3: local_idZ ← 1; rX ← first row in MX; rY ← first row in MY; 

4: while either MX or MY still has an unvisited row do 

5:  if X is an s-tailed  rX contains {Local_id, Data_id, Start_index} 

6:   Use rX to retrieve the corresponding r’X  = {Data_id, TSID, Position_list}   

7:  else r’X ← rX  r‘X contains {Data_id, TSID, Position_list} 

8:  if r’X.TSID < rY.TSID then  

9:   Move rX to the next row in MX and loop back to step 4  

10:  else if r’X.TSID > rY.TSID then 

11:   Move rY to the next row in MY and loop back to step 4  

12:  else if r’X.TSID = rY.TSID  then 

13:   eX ← the first element in rX.Position_list 

14:   Use rY to retrieve the corresponding r’Y  = {Data_id, TSID, Position_list} 
    After the rows containing duplicate information is found, the place where the 

duplicate information occurs in the rows will be searched 

15:   offset_index ← r’Y.Start_index  

16:   for each element eY in r’Y.Position_list do 

17:    if eY > eX then  Found the start of duplicate data  

18:     Add a row containing {local_idZ, r’Y.Data_id, offset_index} to MZ  

19:     break 

20:    else offset_index ← offset_index + 1 

21:   local_idZ ← local_idZ + 1 

22:   Move rX to the next row in MX and rY to the next row in MY 

23: Z’s DIP ← Y’s DIP  DIP of Z points to the same Data-IDList that Y’s points to 

24: return MZ  
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Algorithm 4.2. Data-IDList generation for an ns-tailed candidate pattern. 

Input: IDList of X and Y 

Output: Z’s Data-IDList 

1: if X and Y are s-tailed  

2:   Let MX and MX be the Data-IDLists that X’s DIP and Y’s DIP point to respectively  

3: else 

4:   Let MX and MX be X’s Data-IDList and Y’s Data-IDList respectively 

5:  rX ← first row in MX; rY ← first row in MY;  Both rows contain {Data_id, TSID, 

Position_list} 

6: while either MX or MY still has unvisited row do  

7:   if rX.TSID < rY.TSID then 

8:   Move rX to the next row in MX and loop back to step 6  

9:   else if rX.TSID > rY.TSID then 

10:   Move rY to the next row in MY and loop back to step 6  

11:  else if rX.TSID = rY.TSID then   

12:   plistZ ← ∅  

13:    for each element eX starting in an ascending order in rX.Position_list do 

14:     for each element eY starting in an ascending order in rY.Position_list do 

15:     if eX = eY then  Only obtain the same positions in both lists  

16:      Add eX to plistZ 

17:    if plistZ is not empty then  

18:     Add a row containing {rX.Data_id, rX.TSID, plistZ} to MZ  

19: return Data-IDList of Z 

4.4 Algorithm: Sequential Pattern Mining Using IDList (SUI) 

In this section, the author proposes the SUI (Sequential pattern mining Using 

IDList) algorithm. The SUI algorithm is considered an SPM version of the CUP 

algorithm for CPM, and their flow is similar. As SUI is extended from CUP, it 

can still reduce duplicate information during the mining process, but only 

partially. This is because Pseudo-IDList does not work on the ns-tailed patterns 

as stated above. Another main difference is the candidate generation, as SUI 

generates both s-tailed and ns-tailed candidates.  

4.4.1 Algorithm Flow 

The main steps of SUI’s mining process are as follows: 

Step 1. Scanning the horizontal database and gathering all frequent 1-patterns 

and their Data-IDLists (Section 3.3). 
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Step 2. Generating candidate patterns (which are either ns-tailed, s-tailed, or 

both) by combining two k-patterns that have the same (k-1)-prefix (Section 4.3.1). 

Frequent 1-patterns are considered to share an empty prefix. 

Step 3. Generating Pseudo-IDList and Data-IDLists for the candidates in the 

previous steps and checking the candidates’ support values for minimum support 

requirements. If any candidate’s support < δ, they are discarded. The candidate’s 

support can be obtained via their IDLists instead of scanning the whole database 

like in Step 1. After this, Step 2 is repeated until no candidates can be found. 

4.4.2 A Running Example 

Assume that the database SDB in Fig. 4.1 is used with δ = 3. A part of the pattern 

tree is shown in Fig. 4.4, and the mining process is executed as follows: 

Step 1. The set of frequent 1-patterns {<{1}>, <{2}>, <{3}>} and their 

respective supports {4, 5, 5} are detected via scanning the database SDB. In this 

step, all Pseudo-IDList and Data-IDLists for those frequent 1-patterns are also 

generated. 

Step 2. By combining <{1}> with <{1}>, <{1}> with <{2}> and <{1}> with 

<{3}>, a set of 2-candidates {<{1}, {1}>, <{1}, {2}>, <{1}, {3}>, <{1, 2}>, <{1, 

3}>} is created and they have the same 1-prefix <{1}>.  

 

 

Fig. 4.4. A part of the pattern search space based on the database in the example. 

Step 3. In this step, as <{1}, {1}>, <{1}, {2}> and <{1}, {3}> are s-tailed 

candidates, their Pseudo-IDLists are generated. Meanwhile, <{1, 2}> and <{1, 

3}> are ns-tailed candidates, so Data-IDLists are generated instead. After which, 

their supports are computed as {4, 2, 4, 4, 4} respectively. However, candidate 
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<{1}, {2}> is removed because its support is 2 < δ, where δ = 3, and the remaining 

candidates are frequent patterns because their supports > δ, where δ = 3. SUI then 

repeats step 2, but this time it works on the frequent 2-pattern set {<{1}, {1}>, 

<{1}, {3}>, <{1, 2}>, <{1, 3}>}. The algorithm repeats those steps and stops 

after no more candidates can be generated in the <{3}> branch. 

4.5 Experiment 

The SUI algorithm is evaluated by comparing its performance and scalability to 

PrefixSpan [16] and CM-SPADE [19], which are two state-of-the-art SPM 

algorithms. The PrefixSpan algorithm belongs to the horizontal group, while the 

CM-SPADE algorithm belongs to the vertical group. According to [19], both are 

very effective algorithms. 

4.5.1 Environment Setup 

All algorithms are implemented in Java, and PrefixSpan (version 2016) and CM-

SPADE come from the SPMF package [47]. The computer used for the 

experiments was installed with Intel Core I7 8750H 2.2GHz, 16GB RAM, 

Windows 10 64-bit, and JDK 8.  

Three real-life databases are used: Kosarak and MSNBC, which are considered 

big databases, and FIFA, which is a medium database. MSNBC is also considered 

a dense database, while FIFA and Kosarak are sparser. Three synthetic test 

databases are also used for the experiments: C50S15T3, C150S40T2, and 

C200S12T5. The database C50S15T3 is considered small, while the other two are 

medium. Those synthetic databases are generated by following the standard 

generator in [2]. The databases’ characteristics are summarized in Table 4.1. All 

mentioned algorithms are executed on six databases while the value of δ 

decreases.  

 

Table 4.1. Test database summary. 

Database Database size 
Average 

sequence length 
Distinct items 

C50S15T3 49,060 39.97 2,611 

C150S40T2 150,000 76.64 954 

C200S12T5 183,950 51.57 1,922 

FIFA 20,450 36.24 2,990 

Kosarak 990,002 8.1 41,270 

MSNBC 989,818 4.75 17 
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4.5.2 Performance Analysis 

According to the results in Fig. 4.5, SUI is seen to perform better than both 

PrefixSpan and CM-SPADE in terms of runtime. SUI’s runtime increases more 

gradually compared to the other two algorithms towards smaller values of δ. For 

example, PrefixSpan has a lower runtime than the other two on the C200S12T5 

dataset at δ = 0.7% and 0.6%. However, because PrefixSpan has a steeper increase 

in runtime, SUI and CM-SPADE are faster than PrefixSpan when δ ≤ 0.5%. At δ 

= 0.3%, SUI has the fastest runtime among the three.  

 

 

 

 

Fig. 4.5. Runtime on six databases. 
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Even when SUI and CM-SPADE have several similarities in their mining 

process, SUI has less runtime and incremental runtime than CM-SPADE. The 

reason can be explained via the data structure used. SUI does not have to replicate 

duplicate data multiple times in the mining process with its Pseudo-IDList 

approach. Additionally, instead of storing real data, storing indices results in less 

memory footprint alongside performance advantages. Fig. 4.6 shows the memory 

consumption difference between CM-SPADE and PrefixSpan and SUI. CM-

SPADE generally has the highest memory consumption, while SUI and 

PrefixSpan use lower amounts of memory. This means SUI is efficient regarding 

runtime while still able to achieve a low memory footprint. 

 

  

 

 

Fig. 4.6. Memory footprint on six databases. 
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4.5.3 Scalability 

To see how SUI scales with bigger databases, the databases are scaled up by 

following the standard method in [2]. Three parameters are considered in the 

experiments, which are the database size (i.e., the number of transaction 

sequences in a database), the average sequence size (i.e., the average number of 

itemsets in transaction sequences), and the average itemset size (i.e., the average 

number of items per itemset in the database). The database name denotes 

parameters and their values as follows: C <Number of transactions in thousands> 

S <Average number of itemsets per transaction sequence> T <Average number of 

items per itemset>. For example, C200S20T2 is a database generated with the 

following parameters: 200,000 transaction sequences, 20 itemsets on average for 

a transaction sequence, and two items on average for each itemset.  

 

 

Fig. 4.7. Increasing database sizes. 

The scalability tests are carried out by increasing the value of one parameter 

while the other two parameters are fixed at certain values. When either the average 

sequence size or the average itemset size of a database increases, the database is 

denser. Using C200S20T2 and C200S10T2 as bases, the growth rate of the 

algorithms can be seen in Fig. 4.7, Fig. 4.8, and Fig. 4.9. Only the scaling of SUI 

and PrefixSpan is tested because CM-SPADE could not run on most of the 

scalability databases. δ is kept at 0.1% in all scalability tests. 
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Generally, the runtime of SUI is lower than that of PrefixSpan. When only the 

database sizes increase (yet the average sequential size and average itemset size 

stay the same), both algorithms appear to have similar linear runtime growth rates 

(Fig. 4.7). When only the sequence size increases (Fig. 4.8), both algorithms’ 

growth rates rise a little faster towards bigger sequence size, but SUI still has a 

smaller growth rate than PrefixSpan. Similarly, both algorithms are also sensitive 

to the change in itemset size (Fig. 4.9) as the growth rate doubles when the itemset 

size increases from 5 to 6. However, SUI’s growth rate is 1/4 that of PrefixSpan 

as SUI jumps from 5.6 to 11.3 compared with PrefixSpan, which jumps from 23.5 

to 45.8. 

 

 

Fig. 4.8. Increasing the number of average itemsets per sequence. 

There are some interesting results regarding memory consumption, such as SUI 

using more memory at first. Still, as the databases grow (i.e., when one of the 

parameters increases), SUI starts to use less memory. The growth rate for the 

maximum memory of SUI is smoother and more linear, while PrefixSpan is 

steeper. Some sudden jumps in memory can be observed for PrefixSpan when the 

average sequence size and average itemset size change. 
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Fig. 4.9. Increasing the number of average items in an itemset. 

The larger the databases, the more duplicate information they contain, and 

Pseudo-IDList eliminates some of this duplicate information, saving memory and 

reducing copying operations. Theoretically, the effectiveness of SUI scales with 

the number of s-tailed patterns in the databases and the size of the position lists. 

These two factors depend on the average sequence size. The longer the sequence 

size, the longer the position lists can be for the s-tailed pattern. And the more 

elements the position lists have, the more effective the Pseudo-IDList. This is 

because each position list of s-tailed patterns with length k (k ≥ 2) can be produced 

with an index value to a position list in a Data-IDList (as in Lemma 2). This can 

explain why, in Fig. 4.8, SUI has a smoother memory growth rate than PrefixSpan 

when the average sequence size increases. The same can be seen in Fig. 4.9 

because when the average itemset size increases, the number of s-tailed patterns 

and duplicate information (i.e., there are more elements) in the position lists also 

increases. Thus, it can be seen that SUI deals better with denser databases.  
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5. WEIGHTED CLICKSTREAM PATTERN MINING 

The methods in previous chapters only use support values to pick the interesting 

patterns. Additionally, these methods are sequential-oriented, running only on one 

thread.  

This chapter looks into a slightly different problem called the frequent weighted 

clickstream pattern. This problem provides an alternative scoring measurement 

using the weight factor. Furthermore, this chapter looks into the parallel 

approaches to improve the performance of the mining process. The content of this 

chapter is overlapped with the author’s previous research presented in two journal 

articles ([A.4], [A.8]). 

5.1 Problem Definition 

Let there be a set of symbols I = {i1, i2, …, in} representing different events (e.g., 

a click on a website’s URL) and a set of positive real values 𝑊 =
{𝑤1, 𝑤2, 𝑤3, … , 𝑤𝑛}, in which each value 𝑤𝑖 is a weight indicating the importance 

of the event xi ∈ I.  

 

UCID User clickstream 

1 <1, 3, 3, 4, 6> 

2 <4, 3, 2, 1> 

3 <6, 2, 6, 3, 2> 

4 <5, 1, 3, 2, 3, 2, 6> 

5 <1, 2, 3, 5> 

Fig. 5.1. An example of horizontal clickstream database weighted clickstream pattern 

mining. 

 

Event Weight 

1 0.5 

2 0.9 

3 0.2 

4 0.4 

5 0.7 

6 0.6 
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Fig. 5.2. An example of event weights. 

 

UCID Weight 

1 0.38 

2 0.5 

3 0.64 

4 0.57 

5 0.58 

𝐶𝐷𝐵𝑤 2.67 

Fig. 5.3. Weights of user clickstreams for the database in the example. 

 

Pattern Weighted Support 

<1> 0.76 

<2> 0.86 

<3> 1 

<4> 0.43 

<5> 0.6 

<2, 3> 0.67 

<2, 3, 2> 0.45 

… … 

Fig. 5.4. Some frequent weighted patterns when the minimum weighted support ω = 

0.4 for the database in the example. 

 

Assuming that Y is a user clickstream, the weight of Y is defined as follows: 

 
𝑐𝑤(𝑌) =

∑ 𝑤𝑖𝑐𝑖∈𝑌

|𝑌|
  (1) 

 

The weight of a clickstream database CDB, denoted by CDBw, is calculated as 

follows: 

 𝐶𝐷𝐵𝑤 = ∑ 𝑐𝑤(𝑌)

𝑌∈𝐶𝐷𝐵

 (2) 
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The weighted support of a clickstream pattern Y is the sum of the weights of 

user clickstreams, where Y appears, divided by the database weight. Formally, it 

is defined as: 

 
𝑤𝑠(𝑌) =

∑ 𝑐𝑤(𝑋)𝑋∈𝐶𝐷𝐵∧𝑌⊆𝑋

𝐶𝐷𝐵𝑤

 (3) 

 

A clickstream Y is called a frequent weighted clickstream pattern if Y 

appears in at least one user clickstream of the database and its weighted support 

is greater than or equal to a minimum frequent weighted threshold ω. 

Even though sub-clickstream was defined earlier in section 3.1 on page 21, sub-

clickstream is redefined in this chapter with an order-preserving function so that 

it can be used to prove some of the later proofs of concepts in this chapter.  

Let X = <x1, x2, …, xk-1, xk> and Y = <y1, y2, …, yj-1, yj> be two clickstreams and 

k < j. Elements in a clickstream are sorted chronologically. Let us use clickstream 

X as an example. If xi < xh, then i < h, and xi appears earlier than xh in clickstream 

X.  

X is a sub-clickstream of Y, or Y is a super-clickstream of X, if and only if there 

exists at least one-to-one order-preserving function 𝑓 that maps all elements in 𝑋 

to Y such that y = f(x) and if xi < xh then f(xi) < f(xh). 

For example, let X = <1, 4> and Y = <2, 1, 5, 4>, X is a sub-clickstream of Y 

because there exists an f function that maps y2 = f(x1) = 1 < y4 = f(x2) = 4. 

Property 3.1. Let 𝒫 be the set of all possible patterns in the given database and 

𝒞 the power set of 𝐶𝐷𝐵, which includes all subsets of 𝐶𝐷𝐵. A function 𝒸 that 

maps each element 𝑋 in 𝒫 to an element 𝑌 in 𝒞 satisfies the property of anti-

monotonicity and is represented as follows: 

 𝒸: 𝒫 → 𝒞, 𝒸(𝑋) = {𝑌 ∈ 𝒞|∀𝑦 ∈ 𝑌: 𝑋 ⊆ 𝑦}  (4) 

In other words, 𝒸 is a function that returns a set of user clickstreams containing 

the specified pattern. 

Property 3.2. The use of the weighted support mentioned above (Formula 3) 

has the property of anti-monotonicity. In other words, for 𝑋 and 𝑌 ∈ 𝒫 that are 

two clickstream patterns in 𝐶𝐷𝐵: X ⊆ Y ⇒ ws(X) ≥ ws(Y). 

Proof. It follows that: 

𝑋 ⊆ 𝑌 ⇒ 𝒸(𝑋) ⊇ 𝒸(𝑌) ⇒ ∑ 𝑐𝑤(𝑥)

𝑥∈𝒸(𝑋)

≥ ∑ 𝑐𝑤(𝑦)

𝑦∈𝒸(𝑌)

 

⇒
∑ 𝑐𝑤(𝑥)𝑥∈𝒸(𝑋)

𝐶𝐷𝐵𝑤
≥

∑ 𝑐𝑤(𝑦)𝑦∈𝒸(𝑌)

𝐶𝐷𝐵𝑤
⇒ 𝑤𝑠(𝑋) ≥ 𝑤𝑠(𝑌) 
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For example, let two clickstream patterns X = <1, 3> and Y = <1, 2, 3>, the user 

clickstream sets that contain X and Y are c(X) = {<1, 3, 3, 4, 6>, <5, 1, 3, 2, 3, 2, 

6>, <1, 2, 3, 5>} and c(Y) = {<5, 1, 3, 2, 3, 2, 6>, <1, 2, 3, 5>}. The UCIDs of the 

former set are {1, 4, 5} and of the latter set are {4, 5}. It can be seen that X ⊂ Y 

⇒ c(X) ⊃ c(Y) ⇒ ws(X) > ws(Y) (0.57 > 0.43). 

Property 3.3. All weighted sub-clickstreams of a frequent weighted 

clickstream pattern are frequent. In other words, it can be shown that:  

 ∀𝑋 ∈ 𝒫: 𝑤𝑠(𝑋) ≥ 𝜔 ⇒ ∀𝑌 ∈ 𝒫, 𝑌 ⊆ 𝑋: 𝑤𝑠(𝑌) ≥ 𝑤𝑠(𝑋) ≥ 𝜔  (5) 

For example, consider the frequent clickstream pattern X = <1, 2, 3> with ws(X) 

= 0.43 and minimum weighted support ω = 0.4. The following sub-clickstream 

patterns of X are also frequent: {<1>, <2>, <3>, <1, 2>, <1, 3>, <2, 3>}. Their 

corresponding weighted supports are {(0.76), (0.86), (1), (0.43), (0.57), (0.67)}. 

For a given clickstream database CDB, the problem of weighted clickstream 

pattern mining is to find all frequent weighted patterns. 

5.2 Challenges and Goals 

As mentioned in the early chapters, researchers initially treated all (event) items 

in databases equally for pattern mining problems. As time passed, they noticed 

that items should have different levels of importance, and weights (e.g., prices of 

items) was considered a factor to add importance to items. However, adding 

weights can complicate the mining process.  

Most existing algorithms used the anti-monotonicity property (i.e., downward 

closure) as their foundation. The anti-monotonicity property allows algorithms to 

discard redundant search spaces and helps reduce the runtime. When weights are 

integrated into mining patterns, one issue is the inability to preserve anti-

monotonicity without additional restrictions.  

This chapter aims to propose effective algorithms for mining weighted 

clickstream patterns. To achieve this: 

• The proposed weight formula that is presented in Section 5.1 is 

incorporated into the proposed algorithm, which maintains the original 

weights of events. This approach is quite similar to that in some earlier 

works [48, 49]. However, these studies involve the itemset mining problem, 

whereas the author’s approach is applied to the clickstream mining 

problem. 

• Various parallel processing techniques, including the newly proposed 

method, are integrated to optimize runtime performance (Section 5.7). 
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5.3 WICList 

The WICList is a data structure used to store both ids of clickstreams and their 

positions together in an integer to reduce memory usage. Let 𝑐𝑖𝑑, 𝑝𝑜𝑠, and 𝑑𝑙𝑒𝑛 

be respectively an id of a user clickstream, a position in a clickstream (of which 

the id is equal to 𝑠𝑖𝑑), and the minimum number of decimal digits required to hold 

the number of positions of the longest clickstream in the given database 𝐶𝐷𝐵. A 

compact value 𝑣 is defined as an integer number that encodes both a clickstream 

id 𝑠𝑖𝑑 and a position 𝑝𝑜𝑠 provided that 𝑑𝑙𝑒𝑛𝑏𝑖𝑡 is known. Let there be an integer 

𝑏𝑖𝑡𝑋 representing the bitmap of an integer value 𝑋, & denote the AND operator 

of two-bit arrays (or integer numbers), “≪ N" denotes the logical left-shift 

operator and 𝑑𝑙𝑒𝑛𝑏𝑖𝑡 be the minimum number of binary digits of the longest user 

clickstream. A compact value is created as: 

 𝑐𝑣𝑎𝑙(𝑐𝑖𝑑, 𝑝𝑜𝑠, 𝑑𝑙𝑒𝑛𝑏𝑖𝑡) = {𝛼 ∈ ℤ|(𝑏𝑖𝑡𝑐𝑖𝑑 ≪ 𝑑𝑙𝑒𝑛𝑏𝑖𝑡) & 𝑏𝑖𝑡𝑝𝑜𝑠} (6) 

For example, assume that 𝑐𝑖𝑑 = 11, 𝑝𝑜𝑠 = 14, and 𝑑𝑙𝑒𝑛 = 5. Then, 𝑏𝑖𝑡𝑐𝑖𝑑 =
1011 and 𝑏𝑖𝑡𝑝𝑜𝑠 = 1110. Because the result 𝑏𝑖𝑡𝑣 = 𝑐𝑣𝑎𝑙(11, 14, 5) =

101101110, the compact value is 𝑣 = 366. 

Let 𝑣 be a compact value, ≫ 𝑁 be the logical right-shift operator, and ^ be the 

bitwise XOR operator. The 𝑐𝑖𝑑 and 𝑝𝑜𝑠 values can be retrieved from a compact 

value 𝑣 by applying the following two functions, respectively: 

 𝑐𝑐𝑖𝑑(𝑣, 𝑑𝑙𝑒𝑛𝑏𝑖𝑡) = {𝛼 ∈ ℤ |𝑏𝑖𝑡𝑣 ≫ 𝑑𝑙𝑒𝑛𝑏𝑖𝑡}  (7) 

 𝑐𝑝𝑜𝑠(𝑣, 𝑑𝑙𝑒𝑛𝑏𝑖𝑡) = {𝛼 ∈ ℤ |𝑏𝑖𝑡𝑐𝑐𝑖𝑑(𝑣,𝑑𝑙𝑒𝑛𝑏𝑖𝑡) ≪ 𝑑𝑙𝑒𝑛𝑏𝑖𝑡 ^ 𝑏𝑖𝑡𝑣} (8) 

 

Fig. 5.5. WICLists of 1-patterns <1> and <2> with 𝑑𝑙𝑒𝑛𝑏𝑖𝑡 = 3 (because the length of 

the longest user clickstream does not exceed 7). 

Fig. 5.5 shows the WICLists of patterns for the database of Fig. 5.1. The second 

element in the WICList of P = <1> is the compact value 𝑣 = 20, from which 𝑐𝑖𝑑 

L 

P = <1> 

9 

20 

34 

41 

ws = 0.76 

 

P = <2> 

19 

26 

29 

36 

38 

42 

ws = 0.86 
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= 2 and 𝑝𝑜𝑠 = 4 can be obtained by using the above retrieval functions with 

𝑑𝑙𝑒𝑛𝑏𝑖𝑡 = 3. 

Throughout this chapter, Compact-SPADE will be used to state the algorithm 

that employs WICList. 

5.4 Weighted Co-Occurrence Map 

Fournier-Viger et al. [19] proposed the CMAP structure and a corresponding 

search space pruning strategy to avoid unnecessary candidate generation. It 

consists of pre-calculating the support of 2-patterns (formed from frequent 1-

patterns). However, weights are not considered in the original CMAP. The author 

proposes the WCMAP structure by adding average weights to the CMAP. Fig. 3.3 

depicts part of a WCMAP for a minimum weighted support of 𝜔 = 0.4. 

 

First event Second event Weighted support 

… … … 

3 

1 0.19 

2 0.64 

3 0.34 

5 0.22 

6 0.34 

… … …. 

6 

2 0.24 

3 0.24 

6 0.24 

… … … 

Fig. 5.6. A part of a WCMAP for 𝜔 = 0.4. 

Example of using the WCMAP structure. Consider that ω = 0.4 and two 

frequent weighted patterns P1 = <2, 3>, P2 = <2, 5> with ws(P1) = 0.67 and ws(P2) 

= 0.45. Those patterns can be used to generate two candidates, P3 = <2, 3, 5> and 

P4 = <2, 5, 3>. To determine if the candidates P3 and P4 are frequent in a normal 

way, WLP3 and WLP4 are created, and WLP3.ws and WLP4.ws are compared with ω. 

However, by looking at the WCMAP, P3 and P4 can be identified as infrequent 

because the 2-patterns formed by the last events of P1 and P2 (i.e., <3, 5> and <5, 

3>) are infrequent in the WCMAP (i.e., W(<3, 5>) = 0.34 < ω and W(<5, 3>) = 

0.24 < ω). Thus, building WLP3 and WLP4 is unnecessary. 
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5.5 Weighted Upper Bound Constraint 

This section introduces a weighted upper bound constraint (WUBC) to predict 

and discard unnecessary pattern candidates.  

Let 𝑃1, 𝑃2 ∈ 𝒫 be two weighted frequent patterns, 𝑙𝑎𝑠𝑡𝑃1 and 𝑙𝑎𝑠𝑡𝑃2 the last 

actions of 𝑃1 and 𝑃2 respectively, and ∩ the operator denoting the normal join 

(intersection) of two sets. The join ∩ between 𝒸(𝑃1) and 𝒸(𝑃2) will then result in 

a set consisting of user clickstreams in which both 𝑃1 and 𝑃2 appear. 

Theorem 6.1. The weighted support of the user clickstream set produced by a 

normal join ∩ between two user clickstreams sets 𝒸(𝑃1) and 𝒸(𝑃2) is greater than 

or equal to the weighted support of either new pattern candidate, 𝑃3 =
(𝑃1, 𝑙𝑎𝑠𝑡𝑃2) or 𝑃4 = (𝑃2, 𝑙𝑎𝑠𝑡𝑃1). In other words, it follows that: 

 ∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝑆𝐷𝐵𝑊
≥ ws(𝑃3)  (9) 

and 

 ∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝑆𝐷𝐵𝑊
≥ ws(𝑃4)  (10) 

Proof. Let 𝑋 be a user clickstream that contains both 𝑃1 and 𝑃2 and let f1 and f2 

be the one-to-one order-preserving functions that can map each element in 𝑃1 or 

𝑃2 to the elements in 𝑋. The joint set 𝒸(𝑃1) ∩ 𝒸(𝑃2) is a set of user clickstreams 

containing both 𝑃1 and 𝑃2. The set can be represented as follows: 

𝒸(𝑃1) ∩ 𝒸(𝑃2) = {𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, [𝑓1(𝑙𝑎𝑠𝑡𝑃1) 

< 𝑓2(𝑙𝑎𝑠𝑡𝑃2) ∨ 𝑓1(𝑙𝑎𝑠𝑡𝑃2) < 𝑓2(𝑙𝑎𝑠𝑡𝑃1)]} 2 

Likewise, 𝒸(𝑃3) and 𝒸(𝑃4) can be formulated as follows: 

𝒸(𝑃3) = {𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, 𝑓1(𝑙𝑎𝑠𝑡𝑃1) < 𝑓2(𝑙𝑎𝑠𝑡𝑃2)} 

𝒸(𝑃4) = {𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, 𝑓1(𝑙𝑎𝑠𝑡𝑃2) < 𝑓2(𝑙𝑎𝑠𝑡𝑃1)} 

Therefore, it can be shown that: 

𝒸(𝑃1) ∩ 𝒸(𝑃2) = { 𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, [𝑓1(𝑙𝑎𝑠𝑡𝑃1) 
< 𝑓2(𝑙𝑎𝑠𝑡𝑃2) ∨ 𝑓1(𝑙𝑎𝑠𝑡𝑃2) < 𝑓2(𝑙𝑎𝑠𝑡𝑃1)]} 

 

= {𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, 𝑓1(𝑙𝑎𝑠𝑡𝑃1) 
< 𝑓2(𝑙𝑎𝑠𝑡𝑃2)} ∪ {𝑋 ∈ 𝒸(𝑃1) ∩ 𝒸(𝑃2)|∃𝑓1, 𝑓2: 𝑃1 ⊆ 𝑋, 𝑃2 ⊆ 𝑋, 
𝑓1(𝑙𝑎𝑠𝑡𝑃2) < 𝑓2(𝑙𝑎𝑠𝑡𝑃1)} 

 

 

 

2 As two events cannot occur at the same time in a clickstream, one must happen before or after another; thus 

there will not be any case that lastP1 = lastP2 
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= 𝒸(𝑃3) ∪ 𝒸(𝑃4)  

⇒ 

𝒸(𝑃1) ∩ 𝒸(𝑃2) ⊇ 𝒸(𝑃3) 

and 

𝒸(𝑃1) ∩ 𝒸(𝑃2) ⊇ 𝒸(𝑃4) 

 

⇒ 

∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2) ≥ ∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃3)   

and 

∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2) ≥ ∑ 𝑐𝑤(𝜓)𝜓∈𝒸(P4)   

 

⇒ 

∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝐷𝐵𝑤

≥
∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃3)

𝐶𝐷𝐵𝑤

 

and 
∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝐷𝐵𝑤

≥
∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃4)

𝐶𝐷𝐵𝑤

 

 

⇒ 

∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝐷𝐵𝑤

≥ 𝑤𝑠(𝑃3) 

and 
∑ 𝑐𝑤(𝜓)𝜓∈𝒸(𝑃1)∩𝒸(𝑃2)

𝐶𝐷𝐵𝑤

≥ 𝑤𝑠(𝑃4 ) 

 

 

Since populating the WICLists for new candidates from their parents’ 

WICLists is very costly if the WICLists are large enough, this pruning technique 

can be used as a gateway before populating new WICLists to eliminate 

unnecessary work. In other words, if the regular join ∩ (between two different 

user clickstream sets containing two different patterns) induces a weighted 

support value < 𝜔, the new candidates will certainly have weighted supports < 𝜔. 

The population of new WICLists is therefore unnecessary in this case. 

Example of using WUBC. Let P1 = <5> and P2 = <6> be the weighted frequent 

1-patterns (belonging to the same class [∅]) with ws(P1) = 0.43, ws(P2) = 0.6, and 

ω = 0.4, the user clickstream set for P1 and P2 are c(P1) = {4, 5} and c(P2) = {1, 

3, 4}. The normal intersection ∩ of sets c(P1) and c(P2) results in the set 𝒸(𝑃1) ∩
𝒸(𝑃2) = {4}, of which the weighted support is equal to 0.21 < ω. Therefore, two 

of the new pattern candidates, P3 = <5, 6> and P4 = <6, 5>, must be infrequent. 

This is true because 𝑤𝑠(𝑃3) = 0.21 < ω and 𝑤𝑠(𝑃4) = 0 < ω. 

Implementation and integration. Fixed-size bitmaps are used with the 

number of bits equal to the number of user clickstreams in the databases. The 

position of each true bit matches the cid of a user clickstream, and each bitmap is 

associated with each WICList. This way, determining the intersection of two user 
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clickstream sets can be done quickly to calculate the intersection set’s weight 

support. This heuristic can be integrated into the proposed algorithms and applied 

before WCMAP to provide a further filtering layer to discard irrelevant candidates 

(i.e., after line 9 in Algorithm 3.1). 

5.6 Mining Weighted Clickstream Pattern: Compact-SPADE 

This section presents the author’s proposed Compact-SPADE algorithm in more 

detail with the pseudo-code in Algorithm 5.1. Compact-SPADE first scans the 

given database to find all frequent weighted 1-patterns and then puts them in the 

0-class [∅]. All patterns in [∅] are 1-patterns sharing an empty prefix. They are 

the initial patterns that are used to generate 2-patterns. The algorithm then 

generates the WCMAP 𝒲 based on the discovered 1-patterns. 

Similar to CUP (section 3.7 on page 32), Compact-SPADE traverses 

recursively in a depth-first manner, commencing at node ∅ (line 5) (level zero). 

Assuming that 𝑃𝑖 is the first 1-pattern of [∅], the algorithm moves to node 𝑃𝑖 (level 

one). However, no child nodes have yet been discovered for the node 𝑃𝑖. To 

traverse further, the next set of 2-patterns of [𝑃𝑖] (level two) is created through 

combining 𝑃𝑖 with every other 1-pattern in [∅], including 𝑃𝑖 itself (lines 7 to 13). 

The WCMAP is used here to quickly filter out some candidates violating the anti-

monotonicity constraint (line 10). Any 2-patterns that satisfy ω are retained and 

assigned to their respective equivalence classes based on their prefix (lines 11 to 

13).  

This process repeats, with each pattern being expanded into larger patterns by 

combining with others. The traversal continues until all possible frequent patterns 

have been generated and no further expansion is possible. The algorithm then 

backtracks and repeats the steps for the next 1-pattern in [∅] until all possible 

patterns are explored. 

 

Algorithm 5.1. Compact-SPADE. 

Input: minimum weighted support threshold 𝝎 and the clickstream database CDB 

Output: the set 𝓕 containing all frequent weighted clickstream patterns in CDB 

1: ℱ ← ∅, a global variable (that is shared across methods) 

2: Scan 𝐶𝐷𝐵 to determine the equivalence class [∅] containing all frequent weighted 1-

patterns and their respective WICLists 

3: ℱ ← ℱ ∪ [∅] 
4: Populate 𝒲, a global WCMAP, from [∅] 
5: Execute Node-Expand() with class [∅]  
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Algorithm 5.2. Node-Expand. 

Input: an equivalence class [𝑿] 

6: for each pattern 𝑃𝑖 in class [𝑋] do 

7:  [𝑃𝑖] ← ∅ 

8:  for each pattern 𝑃𝑗 in class [𝑋] do 

9:   𝛼 ← the pattern generated from 𝑃𝑖 and 𝑃𝑗 and 𝑃𝑖 is α’s prefix  

10:   Use WCMAP 𝒲 and WICList of 𝛼 to determine if 𝛼 is frequent or not 

11:   if 𝛼 is frequent then 

12:    [𝑃𝑖] ← [𝑃𝑖  ] ∪ 𝛼  
13:    ℱ ← ℱ ∪ 𝛼  
14:  Execute Node-Expand() with class [𝑃𝑖]  Recursively expand [𝑃𝑖] further  

5.7 Mining Weighted Clickstream Pattern: Parallel Approaches 

This section presents four parallelism methods for Compact-SPADE.  They 

consist of two main components: 1) the core algorithm, Compact-SPADE, and 2) 

a load balancing method.  

5.7.1 Static Load Balancing 

Static load balancing is a common method for parallelism due to its ease of 

implementation. It divides tasks into several partitions corresponding to the 

number of assigned threads (cores or processors). A thread processes each 

partition, and none of the threads interfere with other tasks. The static load 

balancing splits all the 1-class elements in a 0-class [∅] into n partitions, starting 

from the left-most to the right-most unprocessed 1-class. For example, assuming 

that 0-class [∅] = {[1], [2], [3], [5], [6]} and the number of threads n = 3, then the 

first thread expands {[1], [2]}, the second processes {[3], [5]} and the third works 

on {[6]}. The parallel algorithm that uses this static load balancing is called 

StaticPCompact-SPADE. 

One problem of static load balancing is load imbalance, in which some 

workloads require longer runtimes than others. The runtime of the algorithm is 

usually equal to the longest workload’s runtime. Hence, if the tasks are not 

properly distributed among all the threads, it can reduce the effectiveness of the 

parallelism 

5.7.2 Horizontal Dynamic Load Balancing 

Another common load balancing method is horizontal (dynamic) load balancing 

[50, 51]. Unlike static load balancing, horizontal load balancing does not split the 

tasks into several workloads. Instead, it schedules unprocessed 1-classes and 

assigns each to an idle thread. If there is no idle thread, it waits until a thread is 
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available again to assign the next unprocessed 1-class. The algorithm with 

horizontal load balancing is called HPCompact-SPADE (Horizontal Parallel 

Compact-SPADE). 

For example, considering that 0-class [∅] = {[1], [2], [3], [5], [6]} and the 

number of threads n = 3. The first thread processes {[1]}, the second processes 

{[2]} and the third works on {[3]}. Two unprocessed 1-classes are {[5], [6]}, and 

since all threads are taken, the load balancer goes into a waiting state. If the second 

thread finished its work first, the load balancer will assign {[5]} to the second 

thread. After that, when the first thread becomes available, it will be assigned with 

{[6]}. Even when the third thread finishes, the load balancer will put the thread 

into an idle state since there is no work left. The algorithm finishes when all 

threads are finished. Algorithm 5.3 depicts the pseudo-code for HPCompact-

SPADE. 

Though improving on StaticPCompact-SPADE, HPCompact-SPADE still 

encounters the same problems since not every thread is fully utilized as the work 

nears its end. In the example, the third thread has no work and must wait for the 

other two threads. 

Algorithm 5.3. HPCompact-SPADE. 

Input: minimum weighted support threshold 𝝎 and the clickstream database CDB 

Output: the set 𝓕 containing all frequent weighted clickstream patterns in CDB 

1: ℱ ← ∅, a global variable (i.e., shared across methods) 

2: Scan 𝐶𝐷𝐵 to determine the class [∅] containing all frequent weighted 1-patterns and 

their respective WICLists 

3: ℱ ← ℱ ∪ [∅] 
4: Populate 𝒲, a global WCMAP, from [∅] 
5: 𝒯 ← a global set of threads for parallelism  

6: Execute HLoadBalancer-Run() with [∅] 

 

Algorithm 5.4. HPNode-Expand. 

Input: a parent pattern Y and a class [X] 

7: [𝑌] ← ∅ 

8: for each pattern 𝑃𝑗 in class [𝑋] do 

9:  𝛼 ← the pattern generated from 𝑃𝑖 and 𝑃𝑗 with 𝑃𝑖 being its prefix 

10:  Use WCMAP 𝒲 and WICList of 𝛼 to determine if 𝛼 is frequent or not 

11:  if 𝛼 is frequent then 

12:   [𝑃𝑖] ← [𝑃𝑖  ] ∪ 𝛼  
13:   ℱ ← ℱ ∪ 𝛼  
14: for each pattern 𝑦𝑖 in [𝑌] do 

15:  Execute HPNode-Expand() with pattern 𝑦𝑖and class [𝑌]   
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Algorithm 5.5. HLoadBalancer-Run. 

16: while there are still unprocessed classes in [∅]  do 

17:   if 𝒯 has idle threads then 

18:   [𝑌] ← an unprocessed class in [∅] 
19:   t ← An idle thread in 𝒯 

20:   Execute HPNode-Expand() with pattern Y and class [∅]  using thread t  
Thread t will explore 1-class [Y] 

21:  else 

22:   Wait until there is a free idle thread 

5.7.3 Recursive Depth Dynamic Load Balancing 

In this sub-section, the author proposes (recursive) depth (dynamic) load 

balancing based on the depth-first-search. The parallel Compact-SPADE that uses 

this load balancing is called DPCompact-SPADE.  

Depth load balancing has some characteristics that help generate and distribute 

workloads. Firstly, it uses recursion to generate parallelism. Secondly, the tasks 

assigned to a thread can be a class at any level. Thirdly, any thread can transfer 

part of its workload, which is any k-class, to other idle threads, so all threads 

remain active until the end of the work. Algorithm 5.6 illustrates the DPCompact-

SPADE process. 

The algorithm starts sequentially using a single main thread and scans the 

whole database to calculate various weights. After which, the algorithm finds all 

the frequent weighted 1-patterns, the WICLists, and puts those patterns into the 

0-class [∅] (lines 1 to 4). The WCMAP 𝒲 is then created, and both a global 

working queue 𝒬 and thread pool 𝒯 are initialized (lines 5 to 6). The algorithm 

enters the balancing phase after putting [∅] into the workload queue 𝒬 (line 7), 

and it assigns [∅] to the first thread (line 23). The first thread then enters DPNode-

Expand and expands all 1-classes in [∅]. After filling all the elements of the left-

most 1-class, the first thread transfers that 1-class to another idle thread. From 

here, two threads run simultaneously, and both repeat the same process of filling 

elements to a k-class and recursively transfer them to the other idle threads. If all 

threads are taken and 𝒬 is full, no task is transferred, and each thread continues to 

explore further on its own (line 20). The transferring process starts again when 𝒬 

is again not full. Consequently, the number of threads is prioritized for the classes 

on the left of the pattern search space. 
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Algorithm 5.6. DPCompact-SPADE. 

Input: minimum weighted support threshold 𝝎 and the clickstream database 𝑪𝑫𝑩 

Output: the set 𝓕 containing all frequent weighted clickstream patterns in 𝑪𝑫𝑩 

1: ℱ ← ∅, a global variable (i.e., shared across methods) 

2: Scan 𝐶𝐷𝐵 to determine the equivalence class [∅] containing all frequent weighted 1-

patterns satisfying 𝜔 and their respective WICLists 

3: ℱ ← ℱ ∪ [∅] 
4: Populate 𝒲, a global WCMAP, from [∅] 
5: 𝒯 ← a global set of threads for parallelism  

6: 𝒬 ← ∅, a global task queue with a max size |𝒬|𝑚𝑎𝑥 = 3 ∗ |𝒯| 
7: Submit  [∅] as a task to 𝒬 

8: Execute DLoadBalancer-Run()  

 

Algorithm 5.7. DPNode-Expand. 

Input: an equivalence class [𝑿] 

9: for each pattern 𝑃𝑖 in class [𝑋] do 

10:  [𝑃𝑖] ← ∅ 

11:  for each pattern 𝑃𝑗 in class [𝑋] do 

12:   𝛼 ← the pattern generated from 𝑃𝑖 and 𝑃𝑗 with 𝑃𝑖 being its prefix 

13:   Use WCMAP 𝒲 and WICList of 𝛼 to determine if 𝛼 is frequent or not 

14:   if 𝛼 is frequent then 

15:    [𝑃𝑖] ← [𝑃𝑖  ] ∪ 𝛼  
16:    ℱ ← ℱ ∪ 𝛼  
17:  if 𝒯 has idle threads or |𝒬| < |𝒬|max then  

18:   if [𝑃𝑖] is not empty then 

19:    Submit  [𝑃𝑖] as a task to 𝒬  Transfer a part of the work to another idle 

thread 
20:  else 

21:   Execute DPNode-Expand() with class [𝑃𝑖]  Recursively expand [𝑃𝑖] further 

using the current thread 

 

Algorithm 5.8. DLoadBalancer-Run. 

22: while 𝒬 still has tasks to distribute OR any thread in 𝒯 is still busy do 

23:   if 𝒯 has idle threads AND |𝒬| > 0 do  

24:   [𝑞] ← the top class in 𝒬 

25:   Remove [𝑞] from 𝒬 

26:   t ← An idle thread in 𝒯 

27:   Execute DPNode-Expand() with class [q] using thread t 

28:  else 

29:   Wait until a thread finishes its work or new work is pushed into 𝒬 
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Example of DPCompact-SPADE.  

Considering three threads 𝑡1, 𝑡2 and 𝑡3 are used, the size of the work queue 𝒬 is 

two, the input database is described in Fig. 5.1, and the minimum weighted 

support is ω = 0.4.  

DPCompact-SPADE first finds the 0-class [∅] = {<1>, <2>, <3>, <5>, <6>}, 

create their respective WICLists and build the WCMAP W.  

DPCompact-SPADE then puts [∅] into 𝒬 and assigns 𝑡1 to work on [∅]. After 

finding out that the first 1-class [<1>] = {<1, 2>, <1, 3>}, 𝑡1 submit [<1>] to 𝒬. 

Because threads 𝑡2 and 𝑡3 are free, the load balancer transfers  [<1>] to 𝑡2 and 𝑡1 

continue to form the content of 1-class [<2>]. 

Assuming that 𝑡2 can create the content of 2-class [<1, 2>] before 𝑡1 creates 

[<2>], then 𝑡2 push [<1, 2>] to 𝒬 and 𝑡3 is then assigned with [<1, 2>]. After 

which [<2>] is pushed into 𝒬 because there is no free thread and 𝒬 is not full.  

Assuming that [<3>] is created by 𝑡1, yet 𝑡2, 𝑡3 are still busy, so [<3>] is pushed 

into 𝒬. At this point 𝒬 = {[<2>], [<3>]} is full, thus when 𝑡1 forms new classes 

(e.g., [<5>], [<5, 5>], [<5, 1>]), 𝑡1 traverses them by itself until either there is a 

free thread or 𝒬 is not full. Assuming that 𝑡2 finishes [𝑎, 𝑏], then it takes [<2>] 

from 𝒬. The working queue 𝒬 then only contains {[<3>]}. 

DPCompact-SPADE repeatedly applies the aforementioned depth-first search 

approach with parallelism until the pattern search space has been fully traversed 

and all frequent weighted clickstream patterns have been enumerated. 

5.7.4 Adaptive Dynamic Load Balancing 

DPCompact-SPADE cannot perform well on short pattern datasets where most 

patterns are shifted towards a length of one, two, or three. First, the depth load 

balancing does not immediately initialize multiple threads. It depends on 

recursively transferring work via depth-first search. It starts with one thread and 

then multiplies the occupied threads as the search goes deeper into the search 

space. If the pattern search space is shallow (i.e., the search space has only a few 

levels of nodes), then the workload is very short, and tasks are not generated fast 

enough for all idle threads. In this case, static or horizontal load balancing 

performs better (which is shown and discussed in the experimental section). 

Adaptive (dynamic) load balancing is proposed to tackle this issue. It is based on 

the author’s proposed heuristic sampling called join estimation via sampling in 

the following paragraphs. 
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Algorithm 5.9. ALoadBalancer-Run. 

1: S ← ∅  The sample set, which is initialized to an empty set 

2: [∅] ← the first element in 𝒬 

3: Select the 1-class with the highest weighted support from [∅] and put it into S 

4: Select the remaining 1-classes from [∅] and put them into S 

5: Execute DPCompact-SPADE on S and compute SC 

6: if SC > γ then 

7:  Execute HPCompact-SPADE with remaining unprocessed 1-classes in [∅] 

8: else 

9:  Execute DPCompact-SPADE with remaining unprocessed 1-classes in [∅] 

 

 

 

Fig. 5.7. The flowchart of APCompact-SPADE. 
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Join estimation via sampling. This idea aims to switch the balancing method 

to the more efficient one, depending on the distribution of patterns and joins in a 

database.  

Let 𝑗𝑜𝑖𝑛𝑘 be the number of joins between k-patterns, 𝑗𝑜𝑖𝑛𝑆 be the number of 

all joins, SC = 
∑ 𝑗𝑜𝑖𝑛𝑘

3
𝑘=1

𝑗𝑜𝑖𝑛𝑆
, and γ be the proportional ratio that is given by the user. 

If SC > γ, the load balancing switches from depth to horizontal. In the 

experiments, γ = 70% is used. That is if the joins of 1,2,3-patterns take more than 

70% of all joins, horizontal load balancing is preferred over depth load balancing. 

In real situations, the distribution is not always known in advance. Therefore, 

the author proposes a heuristic sampling to estimate the distribution and the SC 

value. The sample S is decided as follows: 

• 1% of 1-classes in [∅] are picked to make S. Additionally, the size of S must 

be at least two and no more than 50. 

• The sample S must include 1-class [α] where α is the 1-pattern with the 

highest weighted support among all 1-patterns in [∅]. 

• The remaining 1-classes are selected from left-most to right-most in [∅]. 

Adaptive load balancing. The adaptive load balancing is described in 

Algorithm 5.9. APCompact-SPADE is DPCompact-SPADE with 

ALoadBalancer-Run instead of DLoadBalancer-Run. Fig. 5.7 illustrates the 

workflow of APCompact-SPADE. 

5.8 Experiment 

To evaluate the effectiveness and efficiency of DPCompact-SPADE and 

APCompact-SPADE, they are compared with CM-SPADE [19], Parallel DBV 

[52], StaticPCompact-SPADE, and HPCompact-SPADE. Two algorithms, CM-

SPADE [19] and Parallel DBV [52], are the state-of-the-art algorithms for SPM. 

While CM-SPADE is serial, Parallel DBV is a parallel algorithm. Those two 

algorithms are designed for non-weighted sequential pattern mining. Therefore, 

they need to be integrated with the weighted support calculation. These modified 

versions are called CM-WSPADE and Parallel WDBV, respectively. The 

(Parallel) DBV algorithm was originally implemented in the C# language, so it is 

reimplemented in Java for this experiment. Moreover, Compact-SPADE and 

WDBV were also tested to evaluate the benefits of parallelism.  

The compared algorithms were run with different minimum threshold values 

on different databases. Additionally, for DPCompact-SPADE and APCompact-

SPADE, the workload queue size is set as |𝒬|𝑚𝑎𝑥 = 3 ∗ number of threads. Above 

this value, no more performance is gained, but larger memory usage is noticed. 
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5.8.1 Environment Setup 

To evaluate the proposed algorithm, experiments were conducted on a computer 

running Windows 8.1 64 bits, with Java 8, 16 GB of RAM, an Intel Core i7-8750H 

2.20 GHz processor with six physical cores, and hyper-threading technology. The 

algorithms were implemented in Java by extending the SPMF open-source 

package3 [47]. The Java virtual machine was configured to use up to 10 GB for 

the memory heap. The turbo boost technology was turned off to stabilize the 

algorithms’ runtime. 

Table 5.1. Characteristics of the test databases. 

Database 
Clickstream 

count 
Event count 

Average clickstream 

length 

BIBLE 36,369 13,905 21.6 

FIFA 20,450 2,990 34.74 

SIGN 730 310 51.99 

Korasak 990,002 41,270 8.1 

Chainstore 1,112,949 46,086 7.2 

D9000S4 9,000,000 5,000 3.72 

 

Experiments were done using six benchmark databases4. Their characteristics 

are presented in Table 5.1. FIFA, BIBLE, and SIGN are small-to-medium 

clickstream databases, while Korasak, Chainstore, and D9000S4 are big 

databases. Chainstore and D9000S4 are short pattern databases, while the others 

are long pattern databases (Fig. 5.13). Chainstore was originally in a transactional 

format and converted to the clickstream format. Initially, all databases did not 

have weights. As such, a weight between 1 and 100 was assigned randomly to 

each event. 

5.8.2 Performance Analysis 

It is observed in Fig. 5.8 that APCompact-SPADE, DPCompact-SPADE (the two 

algorithms proposed by the author), and HPCompact-SPADE achieve better 

overall runtime than StaticPCompact-SPADE, CM-WSPADE, WDBV, and 

 

 

3 http://www.philippe-fournier-viger.com/spmf/ 

4 The BIBLE, SIGN, and Chainstore datasets can be obtained from the SPMF website (http://www.philippe-

fournier-viger.com/spmf/index.php?link=datasets.php). D9000S4 is a synthetic database that are generated by a 

modified version of IBM Quest Data Generator at: https://github.com/halfvim/quest.  
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Parallel WDBV. However, their runtimes can fluctuate depending on database 

types. The fastest algorithm on short databases can be the slowest on normal 

databases.  

 

 

 

  

Fig. 5.8. Runtimes for various minimum weighted support values of ω - APCompact-

SPADE, DPCompact-SPADE algorithms are proposed by the author. 
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WDBV > CM-WSPADE > WDBV. For example, the runtime efficiency can be 

seen through Table 5.2, which presents the algorithm runtime comparison in detail 

on BIBLE when the minimum frequent weighted threshold ω is set to 11% and 

7%.  

 

Table 5.2. Runtimes on BIBLE when ω is set to 11% and 7%. 

Algorithm 
Runtime at ω = 11% 

(seconds) 

Runtime at ω = 7% 

(seconds) 

DPCompact-SPADE 5.5 26.1 

APCompact-SPADE 6.6 27.2 

HPCompact-SPADE 6.4 41.9 

StaticCompact-SPADE 10.4 63.6 

Compact-SPADE 23.9 125.9 

Parallel WDBV 29 162.4 

CM-WSPADE 45.6 278.8 

WDBV 89.6 431.1 

 

However, on the two short pattern databases, Chainstore and D9000S4, their 

performance switches around as HPCompact-SPADE becomes the fastest, 

followed by APCompact-SPADE, StaticCompact-SPADE, DPCompact-SPADE, 

Compact-SPADE, CM-WSPADE, Parallel WDBV, and finally WDBV. For 

example, Table 5.3 shows the algorithm runtime efficiency in detail on Chainstore 

at ω = 0.001%. Note that the three algorithms, CM-WSPADE, Parallel WDBV, 

and WDBV, could not run at that threshold.  

 

Table 5.3. Runtimes on Chainstore when ω is set at 0.001%. 

Algorithm 
Runtime at ω = 0.001% 

(seconds) 

DPCompact-SPADE 101.9 

APCompact-SPADE 108.1 

HPCompact-SPADE 145.3 

StaticCompact-SPADE 197.6 

Compact-SPADE 348.3 

Parallel WDBV N/A 

CM-WSPADE N/A 

WDBV N/A 
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APCompact-SPADE is neither faster than DPCompact-SPADE on long pattern 

databases nor HPCompact-SPADE on short pattern databases. This is because its 

sampling process takes small runtimes to estimate the distributions of joins. The 

time required for sampling is around 0% to 6.5% of the total runtime. The longest 

sampling time is 6.5% of the total runtime on D9000S4. Thus, on every test 

database, APCompact-SPADE ranks as the second-fastest algorithm, proving 

consistent in runtime. DPCompact-SPADE takes the lead on four normal 

databases, and HPCompact-SPADE is the fastest in the two short pattern 

databases.  

Regarding memory consumption, Fig. 5.9 shows that the five algorithms with 

Compact-SPADE as a core (DPCompact-SPADE, APCompact-SPADE, 

HPCompact-SPADE, StaticCompact-SPADE, and Compact-SPADE) used less 

memory than CM-WSPADE, WDBV, and Parallel WDBV. Parallel WDBV used 

the most memory in most cases. CM-WSPADE used more memory than WDBV 

on Kosarak and was roughly equal to WDBV on SIGN. On FIFA and BIBLE, 

CM-WSPADE used less memory than WDBV only on certain thresholds (i.e., ω 

≥ 0.1% on BIBLE and ω ≥ 8% on FIFA). On Chainstore, CM-WSPADE used less 

memory than both WDBV and Parallel WDBV. DPCompact-SPADE, 

APCompact-SPADE, HPCompact-SPADE, and StaticCompact-SPADE 

consumed as much memory as Compact-SPADE on most datasets. For example, 

on FIFA, they all use roughly 2,400 MB at ω = 11% to 3,300 MB at ω = 7%, and 

the difference in memory consumption is less than 1% at every value of ω. 

D9000S4 is the only database for which DPCompact-SPADE had a significantly 

higher memory usage than Compact-SPADE. This illustrates the efficiency of the 

depth-first parallel search and load-balancing methods. 
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Fig. 5.9. Maximum memory consumption for various minimum weighted support 

values. 

5.8.3 Multi-thread Evaluation 

This section evaluates DPCompact-SPADE and APCompact-SPADE in 

multithreaded environments. All parallel algorithms (DPCompact-SPADE, 

APCompact-SPADE, HPCompact-SPADE, StaticPCompact-SPADE, Parallel 

WDBV) were executed with fixed ω-values while the maximum numbers of 

threads vary from 1 to 10 in increments of 2. For each dataset, ω was set to the 

lowest value in the previous experiment. The runtime speedups and maximum 

memory usage are presented in Fig. 5.10, Fig. 5.11, and Fig. 5.12. 

As shown in Fig. 5.11, all parallel algorithms scale to a certain extent with the 

number of threads. However, the scaling is not linear. They all benefit greatly 

from adding a few threads, but as the number of threads increases further, the 

performance does not continue improving and can even worsen. 
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Fig. 5.10. Speedup of the tested algorithms, including the WCMAP runtime for various 

numbers of threads on the six test databases. 

The experiment was run with six physical cores and hyper-threading. For this 

hardware setup, the optimal number of threads was found to be between six to ten. 

The greatest speedups for DPCompact-SPADE and APCompact-SPADE were 

achieved using ten threads for SIGN, where the runtimes were reduced by 7.27 

and 6.85 times, respectively. The highest speedups for HPCompact-SPADE and 

StaticPCompact-SPADE were 4.95 and 4.05 times on D9000S4 with ten threads. 

For Parallel WDBV, the greatest speedups were using eight threads on Kosarak, 

where the runtime was decreased by 2.68 times. 

The proposed parallel algorithms (DPCompact-SPADE and APCompact-

SPADE) appear to potentially scale better with the number of cores than the 
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others. The speedups of the four algorithms DPCompact-SPADE, APCompact-

SPADE, HPCompact-SPADE, and StaticPCompact-SPADE are quite small on 

Kosarak (less than two). Additionally, DPCompact-SPADE also has bad 

scalability on D9000S4 and Chainstore. The reasons for this behavior are 

explained in the next paragraphs. 

 

 

Fig. 5.11. Speedup of the tested algorithms without the WCMAP runtime for various 

numbers of threads on the six test databases. 
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Fig. 5.12. The memory growth rate of the tested algorithms for various numbers of 

threads on six test databases. 

To have better insights, the construction time of WCMAP was recorded and 

compared with the total runtime of four parallel Compact-SPADE-based 

algorithms on the lowest ω values (Table 5.4). On the Kosarak dataset with a 

threshold of 0.1%, WCMAP took 21.9 seconds to construct, which is about two-

thirds of the total runtime of the four algorithms combined. For the Chainstore 

dataset, WCMAP construction time ranged from 13.1% to 25.4% of the total 

runtime of the four algorithms. On the D9000S4 dataset, it ranged from 10% to 

23.8%. These datasets have many frequent patterns, even at low thresholds, 

causing the WCMAP construction to take longer. On other datasets, the 

construction time was less than 10% of the total runtime. Moreover, the WCMAP 
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construction process was serial, meaning it did not benefit from multiple 

processing threads. 

 

Table 5.4. WCMAP’s construction time for each database. 

Database 𝝎 (%) 

WCMAP’s 

construction 

time (s) 

DPCompact-

SPADE (s) 

HPCompact-

SPADE (s) 

APCompact-

SPADE (s) 

Static 

PCompact-

SPADE 

BIBLE 0.09 2.5 35.9 88.4 34.5 153.1 

FIFA 7 1.9 26.1 41.9 27.2 63.6 

SIGN 1 0.3 85.6 116.2 88.7 416.2 

Kosarak 0.1 21.9 36.2 38.7 36.3 52.8 

Chainstore 0.001 25.9 197.6 101.9 108.1 145.3 

D9000S4 0.0003 23.2 236.1 97.4 103.9 123.9 

 

Ignoring the WCMAP construction time, the highest speedup on the Kosarak 

dataset improved significantly: from 2.08 to 3.9 times for DPCompact-SPADE, 2 

to 3.53 times for APCompact-SPADE, 1.96 to 3.34 times for HPCompact-

SPADE, and 1.5 to 1.91 times for StaticPCompact-SPADE (Fig. 5.11). This 

suggests that parallelizing the WCMAP construction could further enhance 

performance on large databases with many different events.  

Besides the WCMAP construction time issue, there is a second reason why 

DPCompact-SPADE did not scale well on Chainstore and D9000S4. Figure 10 

presents distributions of frequent patterns and temporal joins for each of the test 

databases. It can be seen that, unlike the other databases, Chainstore and 

D9000S4's pattern and join distributions are heavily shifted towards short 

patterns, with 2-patterns representing 45% and 93% of all patterns and joins of 2-

patterns representing 82% and 99% of the total, respectively. Those two databases 

contain very small portions of high-level classes.  

DPCompact-SPADE handles parallelism by delegating a thread's higher-level 

classes to other idle threads. With every transfer to a new thread, the classes are 

smaller. With those databases, the classes do not have a high enough level (>=3), 

resulting in fewer possibilities for the algorithm to delegate work to other threads. 

Another limitation is that if the classes are small and short, individual thread 

executions of DPNode-Expand() become shorter, increasing the overhead cost of 

managing the thread pool. This means that DPCompact-SPADE does not scale 

well for mostly short-pattern databases. The other parallel algorithms avoid this 

problem because each thread processes an entire 1-pattern or a group of 1-

patterns. 



82 

 

 

 

Fig. 5.13. Frequent weighted pattern distribution and temporal join breakdown for 

each test database and a fixed 𝜔 value. 

Regarding memory consumption (Fig. 5.12), a roughly 0.01% difference was 

observed in the maximum memory consumption between all Compact-SPADE-

based algorithms despite expectations of an increased memory footprint. 

Additionally, Compact-SPADE-based algorithms used less memory than Parallel 

WDBV, and the reason for this is explained below. 

Compact-SPADE-based algorithms and Parallel WDBV use data structures 

based on the concept of vertical data format. However, while Compact-SPADE-

based algorithms utilize a vertical format, Parallel WDBV uses a semi-vertical 

one with a dynamic bit vector (DBV). The advantages of DBV were demonstrated 

[52], but its drawback is bit-sparsity in the early stage of the mining process. The 
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DBV may waste memory if it only contains a few true bits. For example, a DBV 

with a size of 10,000 bits may contain only ten true bits, and that causes memory 

waste.  

Secondly, two parameters, the database size and 𝜔, may also affect the 

effectiveness of DBV. The larger the database size, the larger the DBV likely is, 

and the lower the 𝜔 value, the fewer true bits it contains. Additionally, the 

algorithm needs to iterate over the whole bit arrays. If the DBVs are large and 

sparse, the runtime increases. For example, iterating over a DBV of size 10,000 

but with only ten true bits is significantly slower than iterating over a DBV of size 

100 containing ten true bits. Compact-SPADE, on the other hand, does not use bit 

arrays to represent user clickstream ids. Each element in a WICList represents 

both a user clickstream and a position index of the pattern. This results in less 

memory consumption for Compact-SPADE-based algorithms. 
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6. INCREMENTAL CLICKSTREAM PATTERN 

MINING 

In the previous sections, the proposed algorithms are considered batch algorithms 

as they operate on static databases. This chapter looks into a different angle of 

mining in dynamic databases, in which the data grows over time. The content of 

this chapter is overlapped with the author’s previous research presented in two 

journal articles ([A.1], [A.2]). 

6.1 Problem Definition  

Assume that a new set of data, referred to as Δdb, is being incorporated into the 

existing database db to make a new database DB. In this context, Δdb is an 

incremental database, while db represents the original database. The combined 

result of this integration is called the updated database, denoted as DB (thus, DB 

= db + Δdb). It is important to note that Δdb must include a set of records not 

present in db previously (i.e., new user clickstreams with new CIDs). 

The function suppdb(X) = |{Y | ∀Y ∈ db: Y contains X}| denotes pattern X’s 

support count in the database db, and it indicates the number of user clickstreams 

containing X. Meanwhile, the relative support of X in db is denoted as rsuppdb(X) 

=  
𝑠𝑢𝑝𝑝𝑑𝑏(𝑋)

|𝑑𝑏|
. This value measures how prevalent pattern X is concerning the entire 

database size. 

Let ωf be a relatively frequent support threshold given by users. If rsuppdb(X) ≥ 

ωf, pattern X is frequent in the database db. For example, given ωf = 0.3 and  

X = <3, 6>. Because it is contained in 3 clickstreams with CIDs = {1, 4, 8},  

suppdb(X) = 3. The pattern X is then considered frequent because rsuppdb(X) =  
𝑠𝑢𝑝𝑝𝑑𝑏(𝑋)

|𝑑𝑏|
 = 3/10 = 0.3 ≥ ωf, where ωf = 0.3.  

Let ωpf be a relative pre-frequent support threshold. If ωf > rsuppdb(X) ≥ ωpf, X 

is pre-frequent. Otherwise, if ωpf > rsuppdb(X), then X is infrequent. Let Δω = ωf 

- ωpf, Δω is called a differential threshold. 

Problem statement. Given a minimum support threshold δ, incremental 

clickstream mining aims to discover frequent clickstream patterns while new data 

is added over time. 

6.2 Challenges and Goals 

A scenario that can cause unnecessary resource consumption and a long 

response time is the request for mining on incremental databases. Such databases 

are updated with new records on a daily basis, and the existing frequent patterns 
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in the databases need to be recomputed to reflect the changes. The common 

approach to producing newly updated patterns is to rerun the mining algorithm, 

which is considered non-incremental. 

 

db 

UCID User clickstream 

1 1, 3, 6, 1, 1, 4 

2 3, 5, 4, 8  

3 1, 2, 4  

4 3, 4, 5, 6, 8, 1, 3  

5 1, 3, 7, 9  

6 1, 6, 4, 7, 6  

7 1, 4, 1, 5, 8  

8 3, 1, 6, 2, 2, 4, 1, 1, 6  

9 1, 9, 8, 3  

10 1, 8, 7  
 

Δdb 

UCID User clickstream 

11 2, 3, 4, 6, 5, 1, 8, 6 

12 1, 4, 8, 10, 6 
 

 

VDB 

UCID User clickstream 

1 1, 3, 6, 1, 1, 4 

2 3, 5, 4, 8  

3 1, 2, 4  

4 3, 4, 5, 6, 8, 1, 3  

5 1, 3, 7, 9  

6 1, 6, 4, 7, 6  

7 1, 4, 1, 5, 8  

8 3, 1, 6, 2, 2, 4, 1, 1, 6  

9 1, 9, 8, 3  

10 1, 8, 7  

11 2, 3, 4, 6, 5, 1, 8, 6 

12 1, 4, 8, 10, 6 
 

Fig. 6.1. A horizontal clickstream database, an incremental database, and the updated 

database. 

The problem with this method is that every time there is an update, it is 

necessary to rerun the process throughout the updated databases. Moreover, when 

databases grow bigger, the resources required are higher. Runtimes also increase, 

making the response time for mining requests longer each rerun. As such, the non-

incremental approach appears to be unsuitable for mining as a service in 

incremental situations. For example, web log data can grow quickly over time. To 

extract patterns from such data for near real-time analysis, a non-incremental 

approach would try to re-extract patterns from scratch, which can result in a long 

response time. 

Researchers have addressed these issues with various strategies. The general 

idea is to rely on incremental data to alter the previous results. This idea has been 

studied widely in relation to various problems, such as incremental clustering [53, 
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54], time series data mining [55], object classification [56], and concept analysis 

[57]. 

For pattern mining, the pre-large concept [58] implements this idea to create a 

buffering zone and store the necessary data from previous incremental updates. 

This strategy enables the populating of changes in patterns based on incremental 

modifications. The mining algorithms invoke rescans on the updated databases 

only when specific conditions are met, reducing the need for full rescans.  

There are two prominent cases of incremental changes: (1) new data is inserted 

at the end of a database (insert), or (2) new data is appended to existing data in a 

database (update). Given the characteristics of web sessions and clickstream data, 

this chapter focuses on the first case. That is, existing clickstreams are not often 

extended with new information; instead, new clickstreams are added over time. 

Multiple studies have applied this concept for SPM and FIM, but not CPM. 

Thus, this chapter aims to propose algorithms suitable for mining frequent 

clickstream patterns in incremental situations using the pre-large concept. The 

author proposes three different algorithms; each latter is shown to be more 

effective. The three algorithms are PF-CUP (Section 6.4), PSB-CUP (Section 

6.5), and PSB-CUP+ (Section 6.6). 

6.3 Pre-Large Concept 

The pre-large concept [58] utilizes two values: f and c. Let us assume the most 

recent rescan is T1. The safety value f is the maximum number of records that can 

be inserted into the database after T1 without rescanning. The value c is the 

accumulated number of records inserted after T1. Those values are used to signal 

the algorithm to pick actions as follows.  

• If c > f, a new rescan is invoked to generate the algorithm’s output, which 

are the frequent patterns. After this, f is re-computed, c is reset to zero, and 

T1 is reassigned to the new rescan. 

• Otherwise, existing information from previous runs will be updated with 

new incremental data. The algorithm output can be produced based on just 

the updated information. 

Thus, this approach decreases an algorithm’s frequency to rescan db. The f 

value is calculated as:  

 
f =⌊

Δ𝜔∗|𝑑𝑏|

1−𝜔𝑓
⌋=⌊

(𝜔𝑓−𝜔𝑝𝑓)∗|𝑑𝑏|

1−𝜔𝑓
⌋ 

(11) 

The information retained from the prior runs includes frequent, pre-frequent 

patterns, and their support values. Nine possible cases can occur with 

corresponding sets of patterns during incremental mining, as outlined in Fig. 6.2. 
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For instance, let ωf = 0.4 and ωpf = 0.1. One sample of case 3 is pattern <1, 3>, 

which is frequent in db but infrequent in Δdb. 

Each case can influence the outcome (outlined in Table 6.1). 

• Cases 1, 5, 6, 8, and 9 do not alter the existing frequent patterns, leaving 

the result from the previous run unchanged. 

• Some previous frequent patterns may be deleted in cases 2 and 3, leading 

to a modified output. 

• New patterns may emerge in cases 4 and 7, resulting in new frequent 

patterns in the final output. 

Those cases are handled as follows: 

• For cases 1, 5, and 9, the pattern status in DB can be immediately 

determined as frequent, pre-frequent, or infrequent. 

• For cases 2, 3, 4, and 6, the pattern’s support in DB is required to determine 

its frequency status. This can be done without rescanning DB by combining 

the pattern’s support in the current Δdb with the support value from the 

previous run. 

• For cases 8 and 7, a full rescan of DB is necessary to gather support values 

of infrequent patterns where such information is missing in the stored data. 

However, infrequent patterns only potentially transform to frequent in DB 

when c > f for case 7. Additionally, case 8 only impacts existing pre-

frequent patterns. Thus, both cases can be solved by a new rescan of DB 

only when c > f.  

 

Fig. 6.2. Nine cases in the pre-large concept that can occur with associated sets of 

patterns when adding new data from an incremental database to the original 

database. 
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Table 6.1. Nine cases and the possible results. 

Case 
Original database – 

Incremental database 
Result (Updated original database) 

1 Frequent - frequent Always frequent 

2 Frequent - pre-frequent Either frequent or pre-frequent, 

depending on the existing data 

3 Frequent - infrequent Frequent, pre-frequent, or infrequent, 

depending on the existing data 

4 Pre-frequent - frequent Either frequent or pre-frequent, 

depending on the existing data 

5 Pre-frequent - pre-frequent Always pre-frequent 

6 Pre-frequent - infrequent Either pre-frequent or infrequent, 

depending on the existing data 

7 Infrequent - frequent Either pre-frequent or infrequent, re-

enumerating on the original database if 

necessary 

8 Infrequent - pre-frequent Either pre-frequent or infrequent, re-

enumerating on the original database if 

necessary 

9 Infrequent - infrequent Always infrequent 

 

6.4 Algorithm: Pre-Frequent Clickstream Mining Using 

Pseudo-IDList (PF-CUP) 

This section presents the author’s proposed PF-CUP (Pre-Frequent Clickstream 

mining Using Pseudo-IDList) and its components. The general flow of the PF-

CUP algorithm can be split into three main stages: preparing data, discovering 

patterns, and producing output.  

In the preparing data stage, input data are converted into suitable data for the 

algorithm. This phase mainly involves incremental Data-IDList in section 6.4.1. 

After that, the algorithm uses the converted data to discover patterns and keeps 

necessary information for later incremental updates. Two data structures 
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contributing to this phase are incremental CMAP in section 6.4.2 and the pre-

frequent hash table in section 6.4.3. In the last phase, the algorithm collects 

frequent clickstream patterns and returns them back to users. The flow of PF-CUP 

is summarized in Fig. 6.3. 

 

Fig. 6.3. Overall system flow of PF-CUP. 

6.4.1 Incremental Data-IDList 

The Data-IDLists provide information about patterns [3]. However, they are 

originally considered non-incremental vertical databases. Since PF-CUP is an 

incremental algorithm, Data-IDList is adapted and adjusted to suit the incremental 

mining process as follows. 

Similar to new non-incremental data, the new incremental data’s format is 

horizontal (Fig. 6.1). Before PF-CUP can mine patterns from the data, input data 

needs to be converted to Data-IDLists. More precisely, the incremental horizontal 

database Δdb is converted into an incremental vertical database Δvdb, which is a 

collection of Data-IDLists of all 1-patterns in Δdb. After this, Δvdb is merged into 

vdb by appending one by one each Data-IDList in Δvdb to its corresponding Data-

IDList in vdb. The Data-IDLists must store the data of the same pattern in both 

Δvdb and vdb. If the pattern is new (i.e., the pattern exists in Δdb but not in db), 

the new incremental IDList is simply pushed into db. 

For example, <1>, <2>, <3>, <4>, <5>, <6>, <8>, and <10> are eight 1-

patterns from Δdb in Fig. 6.1. Only pattern <10> does not appear in db; thus, it 

has no Data-IDList in vdb. The Data-IDList of <10> needs to be inserted into vdb. 

The other patterns, however, have to merge their Data-IDLists extracted from Δdb 

to vdb. Fig. 6.5 illustrates an example of merging for Data-IDLists of pattern <3> 

by appending the new data to the end of the existing Data-IDList. 
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Pattern: <1> 

Data ID UCID Position list 

1 1 1, 4, 5 

2 3 1 

3 4 6 

4 5 1 

5 6 1 

6 7 1, 3 

7 8 2, 7, 8 

8 9 1 

9 10 1 
 

Pattern: <3> 

Data ID UCID Position list 

1 1 2 

2 2 1 

3 4 1, 7 

4 5 2 

5 8 1 

6 9 4 
 

Fig. 6.4. A portion of vdb, representing the Data-IDLists of 1-patterns <1> and <3>. 

 

In Δvdb In vdb In VDB 

Pattern: <3> 

Data 

ID 
UCID 

Position 

list 

7 11 4 

 

 

Pattern: <3> 

Data 

ID 
UCID 

Position 

list 

1 1 2 

2 2 1 

3 4 1, 7 

4 5 2 

5 8 1 

6 9 4 

   
 

Pattern: <3> 

Data 

ID 
UCID 

Position 

list 

1 1 2 

2 2 1 

3 4 1, 7 

4 5 2 

5 8 1 

6 9 4 

7 11 4 
 

Fig. 6.5. An example of merging Data-IDLists for pattern <3>. 

6.4.2 Incremental Co-Occurrence Map 

A large number of patterns can be generated during the discovery stage, and 

relative support is the ultimate factor in filtering out infrequent patterns. However, 

approaching this point requires additional steps, such as generating IDLists so that 

support values can be determined, and this process can be quite costly. Even 

though CMAP does not always catch all cases, it provides a method to filter out 

infrequent patterns early and with less computation cost. Originating from [1], 

CMAP is a data structure that utilizes the co-occurrence information of two events 

in non-incremental mining. 

Algorithm 6.1.  CMAP. 

Input: a horizontal database db, a CMAP W 
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Output: new or updated CMAP W  

1: for each user clickstream s ∈ db do 

2:  F = set of all possible 2-patterns exists in s 

3:  for each pattern p in F do 

4:   x = the first event element in p 

5:   y = the second event element in p 

6:   W(x, y) = W(x, y) + suppdb(<x, y>) 

7: return W 

 

First event Second event Support count 

… … … 

2 

1 1 

2 1 

… … 

3 

1 3 

2 1 

… … 

... ... ... 

Fig. 6.6. An excerpt of the CMAP constructed on db. 

To use CMAP for incremental clickstream mining, the author’s implementation 

of CMAP is hash tables within a hash table. The key of the first hash table is the 

integer value of the first event, and the value to which the key points is a second 

hash table. The key of the second hash table is the second event, and the value is 

the support counts (Fig. 6.6). Let x, y be two events, W be the CMAP, and the 

support of <x, y> in W is denoted as W(x, y). If 
𝑊(𝑥,𝑦)

|𝑑𝑏|
 < ωpf, then any pattern that 

contains <x, y> is infrequent. 

To apply CMAP pruning on a pattern with length ≥ 2, the two last events of the 

pattern are used to retrieve support from W and execute the pruning. For example, 

consider two events <1> and <2>, and a candidate <3, 4, 2, 1>. Because 
𝑊(1,2)

|𝑑𝑏|
 = 

1/10 = 0.1 < ωpf = 0.2, the candidate <3, 4, 2, 1> is infrequent, and this candidate 

does not need to be processed any further. Note that <x, y> and <y, x> are two 

different patterns, so their support values in W can be different. The CMAP is 

built and incrementally updated, as illustrated via the pseudo-code in Algorithm 

6.1. 
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6.4.3 Pre-Frequent Hash Table 

The main idea of a pre-frequent hash table Tpf is to store and keep the necessary 

information of frequent and pre-frequent patterns for the current mining process 

and future incremental mining. To do so, Tpf stores pattern information under 

pattern nodes. Each of them has the following fields: 

• Pattern: the k-pattern the current node represents. 

• Support: the support count of the pattern. 

Each node is a representation of a pattern on the pattern tree in the form of {X, 

(n)}, where X is the pattern and n is the pattern support count. 

 

Algorithm 6.2. PF-Hashkey. 

Input: a pattern X 

Output: an integer value represents a hashkey 

1: sign = -1; key = 0; index = 1 

2: while index ≤ the number of elements in X do 

3:  e = item value at the index position in X 

4:  key = (key ≪ 1) * sign + e 

5:  sign = sign * (-1) 

6: return key 

 

The hashkey is computed in Algorithm 6.2, and the value is either a frequent 

node or a pre-frequent node. In the case of collisions, one key can point to a list 

of different patterns. In theory, one advantage of a hash table over a tree or list-

based structure is its quick access to elements with O(1) complexity. 

6.4.4 Algorithm Flow 

In this section, the details of PF-CUP’s process are presented. It is described via 

pseudo-code in Algorithm 6.3. As briefly stated earlier, the algorithms contain 

three stages – preparing data (lines 1-3), discovering patterns (lines 4-17), and 

outputting results (lines 18-19). Whenever there is a new incremental update, the 

algorithm outputs frequent patterns by going through these three stages with the 

incremental database as an input. 

There are differences between the initial call and subsequent calls of PF-CUP. 

Both are covered separately in the following sections. 
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Algorithm 6.3. PF-CUP. 

Input:  

- ωf and ωpf: two relative support thresholds  

- vdb: the vertical original database  

- |db|: the database size at the last original enumeration  

- c: the number of new user clickstreams accumulated since the last original enumeration   

- Δdb: the incremental database in horizontal format  

- Tpf: the previous pre-frequent table, if it exists 

- W: the previous CMAP  

- f: the previous safety threshold, if it exists 

Output: set F containing all frequent clickstream patterns  

1: Convert the horizontal database Δdb to a vertical database Δvdb  

2: Merge Δvdb into vdb 

3: W = CMAP(Δdb, W)  generate or update CMAP W 

4: if |db| = 0 then 

5: c = 0  

6:  |db| = |Δdb| 

7:  f = ⌊
Δ𝜔∗|𝑑𝑏|

1−𝜔𝑓
⌋ =

𝜔𝑓−𝜔𝑝𝑓∗|𝑑𝑏|

1−𝜔𝑓
  

8:  Tpf = CreateNewTPF(ωf, ωpf, vdb, |db|, W)  

9: else  

10:  if |Δdb| + c ≤ f  then   

11:  c = c + |Δdb|  

12:   Tpf = UpdateTPF(ωpf, |db|, Δvdb, Tpf, W) 

13:  else   

14:  |db| = |db| + c + |Δdb|  

15:   c = 0 

16:   f = ⌊
Δ𝜔∗|𝑑𝑏|

1−𝜔𝑓
⌋ =

𝜔𝑓−𝜔𝑝𝑓∗|𝑑𝑏|

1−𝜔𝑓
 

17:   Tpf = CreateNewTPF(ωf, ωpf, vdb, |db|, W) 

18: F = all frequent patterns in Tpf 

19: return F 

 

Algorithm 6.4. CreateNewTPF. 

Input: two relative support thresholds ωf and ωpf, the vertical database vdb, and the CMAP 

W 

Output: a new pre-frequent hash table Tpf 

1: Tpf = ∅ 

2: [∅0] = a set of frequent and pre-frequent 1-patterns in vdb 

3: Generate data node for each element in [∅0] and add those nodes into Tpf 

4: Tpf = GenerateLongerPatternNodes([∅0], ωpf, Tpf, W) 

5: return Tpf 

 



94 

 

Algorithm 6.5. GenerateLongerPatternNodes. 

Input: an equivalence class [Xk], a relative support threshold ωpf, the pre-frequent table Tpf, 

and the CMAP W 

Output: the Tpf with new nodes of longer patterns 

6: C = a set of candidate (k + 2)-patterns generated from [Xk] 

7: for each (k + 2)-pattern candidate α in C do 

8:  Use W to check and remove α from C if possible 

9:  if α is not pruned by W then 

10:   if rsuppvdb(α) ≥ ωpf then  

11:    Generate α’s node and add it to Tpf 

12:   else  

13:    Remove α from C 

14: for each pattern Z in [Xk] do 

15:  [Zk+1] = ∅   an empty equivalence class [Zk+1] 

16:  for each remaining pattern α in C do 

17:   if Z is the prefix of α then 

18:    Add α to [Zk+1]  

19:  Tpf = GenerateLongerPatternNodes([Z k+1], ωpf, Tpf, W) 

20: return Tpf 

 

Algorithm 6.6. UpdateTPF. 

Input: a relative support threshold ωpf, the size of database |db|, the incremental database 

Δvdb, an existing pre-frequent table Tpf, the CMAP W 

1: [∅0] = a set of frequent and pre-frequent 1-patterns in Δvdb 

2: E = a set of 1-patterns in Tpf   

3: [∅0] = [∅0] ∩ E  

4: for each element α in [∅0] do 

5:  nodeα = the node that stores α’s data in Tpf 

6:  nodeα→support = nodeα→support + suppΔvdb(α)  

7: Tpf = UpdateLongerPatternNodes([∅0], ωpf, Tpf, W) 

8: Remove infrequent patterns in Tpf  

9: return Tpf 

 

Algorithm 6.7. UpdateLongerPatternNodes. 

Input: an equivalence class [Xk], a relative support threshold ωpf, an existing pre-frequent 

table Tpf, and the CMAP W 

Output: the Tpf with new nodes of longer patterns 

10: C = a set of candidate (k + 2)-patterns generated from [Xk] 

11: for each (k + 2)-pattern candidate α in C do 

12:  Use W to check and prune α if possible 

13:  if α is not pruned by W then 

14:  nodeα = the node that stores data for α in Tpf  

15:   if nodeα exists in Tpf then 
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16:   nodeα→support = nodeα→support + suppΔvdb(α)  

17:   else  

18:    Remove α  from C  case 9 

19: for each pattern Z in [Xk] do 

20:  [Zk+1] = ∅   an empty equivalence class [Zk+1] 

21:  for each remaining pattern α in C do 

22:   if Z is the prefix of α then  

23:    Add α to [Zk+1] 

24:  Tpf =  UpdateLongerPatternNodes([Zk + 1], ωpf, Tpf, W) 

25: return Tpf 

Initial Call 

During the initial call, PF-CUP first converts input data Δdb, which is a horizontal 

database, to a vertical database Δvdb (line 1). Because full rescans may be needed 

in the future, all accumulated incremental changes must be available so that the 

full rescans will not overlook any information. Therefore, Δvdb is merged into the 

original vertical database vdb (line 2), whose job is accumulating all the 

incremental database changes. The CMAP W is then generated based on the given 

database Δdb (line 3).  

Because this is the initial call, where |db|= 0 (line 4), the value of c is initialized 

to 0 to start tracking accumulated new records (line 5) and set |db| to the size of 

|Δdb| (line 6). The initial safety threshold f is computed (line 7) by the given 

formula in the earlier section. CreateNewTPF is then called to create a new pre-

frequent hash table based on the data in vdb (line 8). 

The CreateNewTPF function (Algorithm 6.4) creates the Tpf table by first 

populating it with all frequent and pre-frequent patterns with length 1 in vdb (lines 

2-3), then with longer patterns via the recursive function 

GenerateLongerPatternNodes (line 4). 

GenerateLongerPatternNodes (Algorithm 6.5) first generates a set C of longer 

candidates by combining each pattern in the input [Xk] with each other (line 6). 

Those pattern candidates are then filtered to keep only pre-frequent and frequent 

patterns by using the CMAP described in section 5.2 (line 8) and then by verifying 

that the pattern is pre-frequent in vdb using relative support (line 9). Retained 

patterns then have their data nodes created and inserted into Tbf (line 11). Then, 

the remaining patterns in C are partitioned into disjoint sets (a.k.a, equivalence 

classes) (lines 14-18). Each set is a group of (k + 2)-patterns that share the same 

prefix. The prefix is a (k + 1)-pattern from [Xk].  

GenerateLongerPatternNodes is called recursively for each set to generate a Tpf 

containing even longer patterns and nodes. When no more pre-frequent or 

frequent patterns can be found, the recursion ends (line 18), and the final Tpf 

containing all frequent and pre-frequent patterns is returned further back to PF-

CUP (line 8).  
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PF-CUP travels all the nodes in Tpf, gathers only frequent patterns, and adds 

them to set F (line 18). Next, F is output and returned to users (line 19) 

Subsequent Call 

After the initial calls, successive calls also go through the same data preparation 

stage (lines 1-3). From this, c, the count of accumulated new records added since 

the last call of CreateNewTPF, is compared with the safety threshold f (line 13). 

This comparison determines whether Tpf will be incrementally updated or a new 

Tpf will be created through a full rescan of the database. This action is to ensure 

Tpf will not miss any necessary information caused by accumulated UpdateTPF 

calls. 

If new records have been accumulated enough, c will exceed the safety 

threshold f. In such cases, a new value of f is recomputed, and CreateNewTPF is 

called to generate a new Tpf (lines 14-17). The remaining steps are the same as in 

the initial call. 

Otherwise, the data in Tpf is incrementally updated with the newest information 

from Δvdb (lines 11-12). This is done via the procedure UpdateTPF (Algorithm 

6.6). The overall idea of UpdateTPF is to find out what patterns appear in Δvdb 

and increase their support counts in the corresponding data nodes in Tpf.  

In more detail, the process starts with updating 1-pattern nodes. It first extracts 

1-patterns that exist in Δvdb (line 1). Then, it eliminates those not existing in Tpf 

(lines 2-3). After that, UpdateTPF looks for pattern nodes in Tpf for the retained 

patterns (lines 4-5) and increases their support count values (line 6). For updating 

longer patterns, UpdateTPF invokes the procedure UpdateLongerPatternNodes 

recursively (line 7). 

UpdateLongerPatternNodes (Algorithm 6.7) generates candidate set C based 

on incremental database Δvdb (line 10). It then removes infrequent pattern 

candidates using CMAP W (line 12) and also removes candidates that do not exist 

in Tpf from C (lines 17-18). Retained patterns have their support count updated in 

Tpf (lines 13-16).  

Similar to GenerateLongerPatternNodes, all remaining patterns in C are 

partitioned into several equivalence classes. Each recursively goes through 

UpdateLongerPatternNodes to update longer pattern nodes in Tpf. The procedure 

stops when no more patterns are needed to be updated in Tpf. 

After updating the support count of found patterns, infrequent patterns are 

removed from Tpf (line 8 in UpdateTPF). Frequent patterns in Tpf are then collected 

and output back to users (lines 18-19 in PF-CUP). 



97 

 

6.4.5 Running Example 

Assuming that ωf = 0.4, ωpf = 0.1, the databases used are in Fig. 6.1, and PF-CUP 

is executed twice. The algorithm is given db on the first round (10 user 

clickstreams), and the second round is Δdb (two user clickstreams). 

Initial Call 

In the first round, db in Fig. 6.1 is passed to the algorithm under the parameter 

Δdb. The Δdb is then converted into Δvdb, and Δvdb is merged into vdb (e.g., Fig. 

6.5) (line 2). CMAP W is then populated (Fig. 6.6) with new data from Δdb (line 

8). Because it is the first time the algorithm executes on the database db (|db| = 0), 

the algorithm performs lines 4 to 8. The c’s value is initialized to 0 to start tracking 

the number of accumulated new records (line 5), then |db| is set to ten because 

there are ten user clickstreams in Δdb (line 6). The value of f is then calculated as 

(0.4 – 0.1) * 10 / (1 – 0.4) = 5 (line 7), and CreateNewTPF is invoked to build up 

a new Tpf (line 8). 

Inside CreateNewTPF, the frequent and pre-frequent 1-patterns extracted from 

vdb are [∅0] = {<1>, <2>, <3>, <4>, <5>, <6>, <7>, <8>, <9>} (line 2). All 

patterns in [∅0]  have their data (i.e., the pattern and its support count) created and 

pushed into Tpf (line 3). For example, the data node for <1> in Tpf is {<1>, (9)} 

(Fig. 6.7). GenerateLongerPatternNodes is then invoked to add longer patterns to 

Tpf (line 4). 

All candidate 2-patterns are generated by combining each element in [∅0] (line 

6). For example, <1, 1> and <1, 3> are formed by combining <1> with itself and 

<1> with <3>, respectively.  

Each candidate is then first checked to see if its relative support value in W ≥ 

ωpf (lines 7-8) and if its relative support on vdb is ≥ ωpf (line 9). Any candidate 

that fails any of the criteria is pruned (lines 12-13); otherwise, its data node is 

created and stored in Tpf (lines 11). For example, candidate <3, 1> passes the 

CMAP W check because W(3, 1)/|db| = 0.3 > ωpf = 0.1 and also does not fail the 

relative support  because rsuppvdb(<3, 1>) = 0.3 > ωpf = 0.1 (lines 8-10). Node 

{<3, 1>, (3)} is then created and added to Tpf (lines 10-11). 

All unpruned patterns are organized into their equivalence classes (lines 15-

18). For example, equivalence class [<1>1] in this case contains 2-patterns {<1, 

1>, <1, 2>, <1, 3>, <1, 4>, <1, 5>, <1, 6>, <1, 7>, <1, 8>, <1, 9>} because they 

all share the same prefix 1-pattern <1> (line 14). GenerateLongerPatternNodes is 

then called recursively for each equivalence class to enumerate longer patterns 

(lines 19). The function stops when no more candidates can be generated. A part 

of the pre-frequent tree after the first round is illustrated in Fig. 6.8. 
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Finally, by navigating Tpf, the frequent pattern set F = {<1>, <3>, <4>, <6>, 

<8>, <1, 3>, …} is identified. 

 

Fig. 6.7. A part of the pre-frequent tree after the first execution. 

 

  

Fig. 6.8. A part of the pre-frequent tree after the second execution. 
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Subsequent Call 

In the second round, Δdb in Fig. 6.1 is passed to the algorithm. Because this is the 

second execution (where |db| > 0), the algorithm continues from line 10. Then PF-

CUP checks if it has to rebuild Tpf or update Tpf (line 10). Because |Δdb| + c = 2 + 

0 < f = 5, Tpf only needs updating. The c’s value is updated to 2 as c + |Δdb| = 2 

(line 11), then UpdateTPF is executed (line 12). 

Inside UpdateTPF, the set of 1-patterns [∅0] = {<1>, <2>, <3>, <4>, <5>, <6>, 

<8>} is identified as they exist in both Δvdb and Tpf (lines 1-3). Each element in 

[∅0] has its support updated in Tpf (lines 4-6). For example, node {<1>, (9)} in 

Fig. 6.7 is updated to {<1>, (11)} in Fig. 6.8. UpdatelongerPatternNodes is then 

invoked with [∅0] as an input to update longer patterns in Tpf (line 7). Similar to 

GenerateLongerPatternNodes, all candidate 2-patterns are generated based on 

[∅0] (line 9). However, in this case, only W is used to prune candidates. Any 

unpruned patterns have their support count updated in Tpf if their data node exists 

in Tpf (lines 10-15). For example, pattern <4, 8> has a support count of 3 in Fig. 

6.7, and it is updated to 5 in Fig. 6.8 (line 15). Then, the process is carried out 

recursively to update more patterns via UpdateLongerPatternNodes (lines 24).   

After no more candidates can be generated, the algorithm navigates Tpf to 

remove infrequent patterns with their support < ωpf. Finally, the set of frequent 

patterns F = {<1>, <3>, <4>, <5>, <6>, <8>, < 4,8>, …} is identified. 

6.5 Algorithm: Progressive Search Border Clickstream Mining 

Using Pseudo-IDList (PSB-CUP) 

This section presents PSB-CUP (Progressive Search Border Clickstream mining 

Using Pseudo-IDList), the author’s new extended algorithm from PF-CUP. PSB-

CUP is based on the concepts of “progressive search border” and “partial 

imbalance joins.” The following sub-sections introduce each concept. 

6.5.1 Incremental Pseudo-IDList 

The incremental update process for Pseudo-IDList is similar to that of incremental 

Data-IDList. New data from Δvdb is appended to the last row of the IDList. For 

example, Fig. 6.9 illustrates an example of an incremental Pseudo-IDList on Δvdb 

and merging it into the existing Pseudo-IDList of pattern <3, 1>. 

6.5.2 Progressive Search Border 

In PF-CUP, many patterns are generated within the search space (i.e., Tpf), yet 

only a small number are utilized in the incremental enumeration phase. Hence, 
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the progressive search border (PSB) is proposed to limit the number of patterns 

unnecessarily generated in the original enumeration. 

 

In Δvdb In vdb In VDB 

Pattern: <3, 1> 

Data Pattern: <1> 

Data 

ID 

Start 

index 

10 1 

 

Pattern: <3, 1> 

Data Pattern: <1> 

Data 

ID 

Start 

index 

1 2 

3 1 

7 1 

  

 

Pattern: <3, 1> 

Data Pattern: <1> 

Data 

ID 

Start 

index 

1 2 

3 1 

7 1 

10 1 
 

Fig. 6.9. An example of merging Pseudo-IDList for pattern <3, 1>. 

Progressive Search Border (PSB) 

A progressive search border (PSB) is a set of pre-frequent k-pattern nodes (k ≥ 2) 

in Tpf that is initially created by gathering:  

• All the pre-frequent 2-patterns that have pre-frequent 1-patterns as their 

parents. 

• All the pre-frequent k-patterns (k ≥ 2) have frequent (k - 1)-patterns as their 

parents. 

Each pre-frequent pattern in the border is called a border pattern. The border 

expands when a border node becomes frequent in an incremental update. The 

border does not contract inward and reset on each rescan. Additionally, each 

border node’s expansion is allowed once per PSB reset. An example is nodes <1, 

6> and <4, 8>. They expand because they change from pre-frequent in vdb (Fig. 

6.10) to frequent in VDB (Fig. 6.11) after an incremental update.  

In addition to the two fields mentioned in section 6.4.3, each border node 

includes two extra fields: IDList to store its Pseudo-IDList and children to keep 

its buffering candidates. Caching Pseudo-IDList and children of border patterns 

are needed for partial imbalance join (section 6.5.3). 

Buffering candidate 

Buffering candidates are direct child patterns of border patterns. They have not 

yet been checked for frequent or pre-frequent status. Their data (i.e., support 

count, IDList, and children) is only computed when the border expands. This 

would reduce unnecessary computation overheads. 
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In more detail, each buffering k-candidate has two (k - 1)-parents: a main parent 

and a secondary parent. Let X and Y be two (k - 1)-patterns. P is the k-pattern 

candidate generated by combining X and Y. If X is the (k - 1)-prefix of P, X is 

considered the main parent while Y is the secondary parent. Additionally, P is 

said to belong to the equivalence class [X(k-1)]. To accommodate this, buffering 

nodes in Tpf have two more fields, main_parent and secondary_parent, to 

maintain the links to their parents. 

The nodes beyond buffering nodes will not be enumerated. In case the border 

expands, the following actions would happen: 

• The buffering candidates’ IDLists and support counts are computed. If they 

are pre-frequent, then they become the new border nodes. Otherwise, they 

are discarded. 

• The new border nodes generate buffering candidates and store them in their 

child lists. 

• The previous border nodes (i.e., the parents of the new border nodes) have 

their IDList removed, but other data is kept. Additionally, they are 

unmarked as being border nodes. 

 

 

Fig. 6.10. An excerpt of the pre-frequent tree after the first execution of PSB-CUP. 
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Fig. 6.11. An excerpt of the pre-frequent tree after the second execution of PSB-CUP. 

6.5.3 Partial Imbalance Join 

One downside of using PSB is that IDLists may not be created using existing 

methods, leading to the inability to calculate the support value. In more detail, to 

create a new IDList for a k-pattern candidate, traditional methods join two IDLists 

of patterns with the same (k – 1) length. For example, the IDList of candidate P = 

<1, 1, 3> is created by joining two IDLists of parents X = <1, 1> and Y = <1, 3>. 

However, using PSB, the candidate’s main parent always has the IDList but not 

the secondary parent.  

The author proposed the idea of “partial imbalance join” to overcome this issue. 

If a secondary parent’s IDList is missing, the candidate’s IDList is created by 

joining the main parent’s IDList with a frequent 1-pattern’s IDList. Otherwise, 

the traditional join is used. 

For example, let P = <1, 1, 3> be a buffer candidate node with two parents X = 

<1, 1> and Y = <1, 3>. Assume that X’s IDList is available but not Y’s, then P’s 

IDList can be created with a partial imbalance join between X’s IDList and <3>’s 

IDList. 

6.5.4 Algorithm Flow 

The PSB-CUP algorithm’s main flow is similar to that of PF-CUP. The noticeable 

differences lie in PSB-CUP’s CreateNewTPF and UpdateTPF. Both PSB-CUP 
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and its sub-functions are described in pseudo-code, as in Algorithm 6.8 - 

Algorithm 6.12. 

Similar to PF-CUP, the initial call of PSP-CUP invokes the CreateNewTPF 

function. The subsequent call can invoke CreateNewTPF or UpdateTPF, 

depending on the f value. Another prominent difference is the ExpandBorder 

function, which expands the PSB as a part of the UpdateTPF process.  

 

Algorithm 6.8. CreateNewTPF. 

Input:  

- ωf and ωpf: the frequent and pre-frequent support thresholds  

- |db|: the database size  

- vdb: the vertical database  

- Δdb: the incremental horizontal database 

- W: the CMAP  

Output: a new pre-frequent hash table Tpf 

1: f = ⌊
Δ𝜔∗|𝑑𝑏|

1−𝜔𝑓
⌋ =

(𝜔𝑓−𝜔𝑝𝑓)∗|𝑑𝑏|

1−𝜔𝑓
  

2: [∅0] = a set of all frequent and pre-frequent 1-patterns in vdb  

3: Generate data node for each element in [∅0] and push those nodes into Tpf  

4: Tpf = [∅0] ∪ GenerateLongerPatternNodes([∅0], ωf, ωpf, Tpf, W)  

5: return Tpf 

 

Algorithm 6.9.  GenerateLongerPatternNodes. 

Input:  

- [Xk]: an equivalence class 

- ωf and ωpf: the frequent and pre-frequent support thresholds  

- Tpf: the pre-frequent table  

- W: the CMAP  

Output: the Tpf with added longer patterns 

6: Let C be a set that contains all (k + 2)-pattern candidates generated by combining each 

element in [Xk] with each other  

7: for each candidate α in C do 

8: Use CMAP W to check and prune α  

9: if α is not pruned by W then 

10:  X = main parent of α  

11:  Y = secondary parent of α 

12:  if X is a border pattern then  α is a buffering candidate of X 

13:   nodeX = the node that represents pattern X in Tpf 

14:   Create nodeα with empty data  nodeα represents α in Tpf 

15:   nodeα→main_parent = X 

16:   nodeα→secondary_parent = Y 
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17:   nodeX→children = nodeX→children ∪ nodeα  nodeα is added as a buffering 

candidate to X’s child list 
18:   Go back to line 6 and continue with the next candidate 

19:  if rsuppvdb(α) ≥ ωpf then  α is either pre-frequent or frequent 

20:   Generate α’s node whose data is based on α’s parents’ IDLists  

21:   if X is not a border node and ωf > rsuppvdb(α) then  α is a border pattern 

22:    Mark nodeα as a border node 

23:    Push α’s node into Tpf 

24:  else  

25:   Prune α 

26: S = the set of all unpruned (k + 2)-patterns that are not buffering candidates 

27: Organize all members of S into several new equivalence classes. All patterns in each 

new equivalence class [Zk + 1] must share the same (k + 1)-prefix.  

28: for each new equivalence class [Zk + 1] do 

 continue to find patterns that have the prefix Zk + 1 and save them to Tpf 

29:  Tpf = GenerateLongerPatternNodes([Zk + 1], ωf, ωpf, Tpf, W) 

30: return Tpf 

 

Algorithm 6.10. UpdateTPF. 

Input: two relative support thresholds ωf and ωpf, the size of database |db|, the incremental 

database Δvdb, the pre-frequent table Tpf, and the CMAP W 

Output: the updated Tpf 

1. [∅0] = a set of all frequent and pre-frequent 1-patterns in Δvdb 

2. E = a set of all frequent and pre-frequent 1-patterns existing in Tpf   

3. [∅0] = [∅0] ∩ E 

 update support of existing 1-patterns in Tpf to reflect their current changes  

4. for each element α in [∅0] do 

5. nodeα = the node that stores data for α in Tpf 

6. nodeα→support = nodeα→support + suppΔvdb(α) 
 update support of longer patterns in Tpf and expand the border if necessary 

7. Tpf = UpdateLongerPatternNodes([∅0], ωf, ωpf, Tpf, W) 

8. Remove all infrequent patterns in Tpf  

9. return Tpf 

 

Algorithm 6.11. UpdateLongerPatternNodes. 

Input: an equivalence class [Xk], two relative support thresholds ωf and ωpf, the pre-frequent 

table Tpf, and the CMAP W 

10: Let C be a set that contains all (k + 2)-pattern candidates generated by combining each 

element in [Xk] with each other  
 find and update support of frequent or pre-frequent candidates that existed in Tpf, then 

expand the border (PSB) if necessarily  
11: for each candidate α in C do 

12:  Use W to check and prune α  
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13:  if α is not pruned by W then 

14:   nodeα = the node that stores data for α in Tpf  

15:   if nodeα exists in Tpf then 

16:    nodeα→support = nodeα→support + suppΔvdb(α)  

17:    if rsuppvdb(α) ≥ ωf and nodeα was marked as a border previously then 

18:     Update nodeα→IDList with new data from Δvdb  

19:     Invoke ExpandBorder(nodeα, ωf, ωpf, Tpf, W)  

20:     Unmark nodeα as it is no longer a border node 

21:     Jump back to line 9 and continue with the next candidate 

22:    else if ωf > rsuppvdb(α) ≥ ωf and nodeα was marked as a border node then 

23:     Update nodeα→IDList with new data from Δvdb  

24:   else  

25:    Prune α   case 9 

26: Organize all unpruned (k + 2)-patterns into several new equivalence classes. All 

patterns in each new equivalence class [Zk + 1] must share the same (k + 1)-prefix. 

27: for each new equivalence class [Zk + 1] do 
 continue to update support of longer patterns in Tpf 

28: Tpf = UpdateLongerPatternNodes([Zk + 1], ωf, ωpf, Tpf, W) 

29: return Tpf 

 

Algorithm 6.12. ExpandBorder. 

Input: a border node nodeα, two relative support thresholds ωf and ωpf, the pre-frequent 

table Tpf, and the CMAP W 

 generate missing data for buffering candidates of the border node 

30: for each nodeβ in nodeα→children do 

31:  Create IDList for nodeβ using partial imbalance join 

32:  Filling in missing data for nodeβ  

33:  if rsuppvdb(β) ≥ ωpf then  β is pre-frequent or frequent, so this candidate is kept 

34:   Push nodeβ into Tpf 

35:   if nodeα is not a border node and ωf > rsuppvdb(β) then 

36:    Mark nodeβ as a border node 

37:   else  β is infrequent, so this candidate is discarded 

38:    Prune β  
 GenerateLongerPatternNodes is called to expand the border deeper and also to generate 

buffering candidates for new border nodes 

39: Invoke GenerateLongerPatterNodes(nodeα→children, ωf, ωpf, Tpf, W) 

40: nodeα→IDList = ∅  Remove IDList of nodeα since a part of the border has shifted 

6.5.5 Running Example 

Assuming ωf is set at 0.4 and ωpf at 0.1, and considering the databases illustrated 

in Fig. 6.1, the PSB-CUP algorithm is executed twice. In the first run, the 

algorithm receives the original database, db, as input, which includes ten user 

clickstreams. Subsequently, for the second run, the input is the incremental 

database, Δdb, which comprises two user clickstreams. 
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Initial Call 

In the initial run, the algorithm takes the database db from Fig. 6.1 as input, passed 

under the parameter name Δdb. Subsequently, Δdb is transformed into vertical 

data Δvdb. As this is the first time the algorithm executes on db (|db| = 0), lines 4 

to 9 are performed. The algorithm sets c = 0 to track the number of added new 

records (line 5), then sets |db| = 10 because Δdb contains ten records (line 6). Next, 

Δvdb is merged into vdb (line 7), CMAP W is initialized using data from Δdb (line 

8), and CreateNewTPF is called to execute the first original enumeration to build 

Tpf (line 9). 

Within CreateNewTPF, the f value is calculated as ⌊
Δ𝜔∗|𝑑𝑏|

1−𝜔𝑓
⌋ =

0.4−0.1∗10

1−0.4
= 5 

(line 1). The frequent and pre-frequent 1-patterns in vdb are [∅0] = {<1>, <2>, 

<3>, <4>, <5>, <6>, <7>, <8>, <9>} (line 2). Data nodes, which include the 

pattern and the support count, are then established for all mentioned patterns (line 

3). For instance, the data node for <1> is represented as {<1>, (9)} in Tpf (Fig. 

6.10). GenerateLongerPatternNodes is then called to enumerate longer patterns 

starting from [∅0] (line 4).  

Subsequently, all candidate 2-patterns are generated by combining each 

element in [∅0] (line 6). For example, patterns <1, 1> and <1, 3> can be formed 

by combining <1> with itself and <1> with <3>, respectively. Candidates that do 

not have relative support in W ≥ ωpf are then discarded (lines 7). For example, 

candidate <3, 1> is not immediately pruned because 
𝑊(3,1)

|𝑑𝑏|
=

3

10
= 0.3 > ωpf = 0.1.  

If any remaining candidates are buffering candidates, links to their main and 

secondary parents are created in their data nodes (lines 12 to 17). For example, 

candidate <1, 1, 3> is a buffering pattern that has node <1, 1> as its main parent 

and <1, 3> as its secondary parent. After that, the process continues with the next 

candidate instead of generating other information for the candidate (such as 

IDList). 

If a candidate is not a buffering candidate but has relative support on vdb ≥ ωpf 

(line 19), its data node is created, filled with information (lines 20), and stored in 

Tpf (line 23). Otherwise, the candidate is removed (lines 24-25). For instance, 

pattern <1, 3> is not a buffering candidate but has rsuppvdb(<1, 3>) = 0.4 > ωpf = 

0.1, so it is kept. The candidate is marked if it qualifies as border patterns (lines 

21-22). For example, <1, 3, 1> is a border pattern in Fig. 6.10. 

All patterns not pruned and not buffering candidates are collected and 

organized into equivalence classes (lines 26-27). For example, unpruned 2-

patterns {<1, 1>, <1, 2>, <1, 3>, <1, 4>, <1, 5>, <1, 6>, <1, 7>, <1, 8>, <1, 9>} 

have the same prefix 1-pattern <1> so they form equivalence class [<1>1]. 

Following this, GenerateLongerPatternNodes is called recursively for each 

equivalence class to explore longer patterns (lines 28-29). The recursion continues 
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until no more candidates can be found. Fig. 6.10 illustrates a segment of Tpf after 

the first run. 

Finally, the frequent pattern set F = {<1>, <3>, <4>, <6>, <8>, <1, 3>, …} is 

outputted because their relative supports are ≥ ωf = 0.4 (line 21-22 in the PSB-

CUP algorithm). 

Subsequent Call 

The PSB-CUP algorithm is provided with Δdb from Fig. 6.1 as input in the second 

run. Since this is the second execution, there is existing data and |db| > 0; hence, 

the algorithm proceeds from line 10. The value of c is increased by the number of 

new user clickstreams in db (line 11). Both vdb and W are updated with new data 

from Δdb (lines 12-13). The next step is determining whether Tpf needs to be 

rebuilt or updated (line 14). Given that c = 2 < f = 5, only an update of Tpf is 

necessary by invoking the UpdateTPF function (line 15). 

Inside UpdateTPF, the first task is to identify the set of 1-patterns that exist in 

both Tpf and Δvdb (lines 1-3). In this example, the set is [∅0] = {<1>, <2>, <3>, 

<4>, <5>, <6>, <8>} (line 3). Each element in [∅0] has its support updated in Tpf 

(lines 4-6). For instance, the node {<1>, (9)} in Fig. 6.10 is updated to {<1>, (11)} 

in Fig. 6.11. UpdateLongerPatternNodes is then invoked with [∅0] as one of the 

parameters to update the information of longer patterns in Tpf (line 7).  

Like GenerateLongerPatternNodes, all candidate 2-patterns are generated 

using [∅0] (line 10). However, only W is utilized for candidate pruning (line 12). 

Surviving candidates have their support count updated in Tpf (lines 13-16). 

The next step is to expand the border (PSB) by checking and expanding each 

candidate. If a candidate pattern is a frequent pattern and was marked as a border 

pattern in previous runs (line 17), then it is subject to expansion. For example, 

node <1, 6> is frequent in the second run (Fig. 6.11) and was marked as a border 

in the first run (Fig. 6.10), so it requires expanding. Its IDList is then updated with 

data from the incremental update Δvdb (line 17), and the pattern is marked as non-

border (line 19).  

The sub-function ExpandBorder is then invoked to expand the border node 

(line 20). If a buffering candidate of the border node is infrequent, it is pruned 

(lines 37-38). Otherwise, the buffering candidate is marked as a border pattern if 

it is pre-frequent and its parent is not a border pattern (lines 35-36). For example, 

node <1, 6> has more than three buffering candidates. However, only <1, 6, 1>, 

<1, 6, 4>, and <1, 6, 6> are kept and marked as border patterns. After that, the 

algorithm tries to expand the border deeper (line 39) and then remove the IDList 

of the former border nodes to free up memory (line 40). 

Subsequently, the algorithm recursively updates more patterns through 

UpdateLongerPatternNodes (lines 27-28). This recursive process continues until 
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no more candidates can be generated. After which, the algorithm eliminates 

infrequent patterns whose support is less than ωpf (line 8 in UpdateTPF). Finally, 

the set of frequent patterns F is obtained, consisting of patterns {<1>, <3>, <4>, 

<5>, <6>, <8>, < 4,8>, …} (lines 21-22 in PSB-CUP). A segment of the pre-

frequent tree following the second run is shown in Fig. 6.11. 

6.6 Algorithm: Enhanced PSB-CUP (PSB-CUP+) 

The above PSB-CUP algorithm stores IDLists of border patterns for partial 

imbalance join. However, this results in a high memory consumption (shown in 

the experiment section). To address this memory issue of the partial imbalance 

join, the author proposed the “recursive imbalance join,” as described in 

Algorithm 6.13. Using this method, the candidate’s IDList can be constructed 

from just 1-pattern IDLists from vdb, resulting in less memory consumption. 

An example of the recursive imbalance join is as follows. Let X = <1, 3, 6> be 

the pattern, and its Pseudo-IDList needs to be reconstructed using recursive 

imbalance join. The IDList of pattern <1, 3> is first generated by joining IDLists 

of frequent 1-patterns <1> and <3>. After which, the IDList of <1, 3, 6> is 

generated by joining the IDList of <1, 3> and <6>. 

The recursive imbalance join is integrated into PSB-CUP and replaces the 

partial imbalance join. The author calls this “the PSB-CUP+ algorithm” to 

distinguish it from the PSB-CUP that uses the partial imbalance join. 

Additionally, PSB-CUP+ has other differences from PSB-CUP, as follows. 

• PSB-CUP+ does not need to store IDLists of border nodes. 

• PSB-CUP+ does not need to maintain the links to the main and secondary 

parent in buffering nodes.  

Thus, a node in Tpf of PSB-CUP+ only needs to utilize three fields: support, 

pattern, and child list.  

Algorithm 6.13. Recursive-Imbalance-Join. 

Input: a pattern X 

Output: Pseudo-IDList of X  

1: p = the first item in X 

2: IDListX = Pseudo-IDList of 1-pattern <p> 

3: for i = 2 to the length of X do 

4:  p = the item at ith index in X 

5:  IDListY = Pseudo-IDList of 1-pattern <p> 

6:  IDListX = Pseudo-IDList created by partial imbalance joining of IDListX and 

IDListY 

7: return IDListX 
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6.7 Experiments 

The author’s algorithm, CUP (Chapter 3), is used to compare with this chapter’s 

incremental algorithms because CUP was used to propose PF-CUP, PSB-CUP, 

and PSB-CUP+. They are also compared with a recent incremental clickstream 

mining algorithm, Eff-InCMUB [45]. 

CUP is a non-incremental algorithm with a data duplication reduction feature. 

PF-CUP is an incremental version of CUP that uses the pre-large concept. Eff-

InCMUB also uses the pre-large concept, but it is a hybrid algorithm using both 

list and tree data structures. The proposed algorithm, PSB-CUP, is built on top of 

PF-CUP, incorporating search space reduction based on PSB and partial 

imbalance join. PSB-CUP+ replaces the partial imbalance join in PSB-CUP with 

the recursive imbalance join to improve the memory aspect.  

Because some parameters can affect pre-large concept-based algorithms, test 

results are also provided for those parameters. The parameters are (1) ωf, (2) Δω, 

and (3) the insertion rate (IR). The insertion rate is the percentage of an 

incremental database relative to the original database: IR = |Δdb|/|db |.  

6.7.1 Environment Setup 

All algorithms were implemented in Java and executed on JDK 1.8 in a Windows 

10 64-bit environment. These implementations utilized various functions from the 

open-source SPMF package [47]. A maximum heap size of 10 GB was set for 

those algorithms. The hardware was an Intel Core I-8750H (2.2 GHz processor) 

with 16 GB of RAM. To ensure consistent runtime conditions, the processor’s 

turbo boost function was disabled. The DUB heuristic from CUP was also applied 

to PF-CUP, PSB-CUP, and PSB-CUP+ to optimize performance. 

Four clickstream databases are employed for the experiments: BIBLE, FIFA, 

Kosarak, and D900S20N3. BIBLE and FIFA are medium size real-life databases. 

The remaining two, Kosarak and D900S20N3, are considered large databases. 

Kosarak contains real-life data, and D900S20N3 is a synthetic database. The four 

databases’ characteristics are summarized in (Table 6.2).  

For the tests, each database is divided into 11 segments. The first segment (i.e., 

the initial part) corresponds to the original database db and is the largest. Each of 

the remaining ten segments is an incremental database Δdb with the size chosen 

to achieve the desired IR value (|Δdb| = IR * |db|). 

Only the initial run is always an original enumeration for the incremental 

algorithms. Meanwhile, all 11 runs are original enumerations for the CUP 

algorithm. Some definitions are briefly described in Table 6.3 to explain the 

results more clearly. 
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Table 6.2. Summary of datasets used for experiments. 

Database Database size 
Average 

sequence length 
Distinct items 

D900S20N3 900,000 17.3 2,279 

FIFA 20,450 36.24 2,990 

Kosarak 990,002 8.1 41,270 

MSNBC 989,818 4.75 17 

 

Table 6.3. Additional definitions. 

Term Meaning 

A run A run is an execution of algorithms on one part of the 

database. It can be either an initial run or an incremental run. 

Initial run The first run of an algorithm for a particular database. It 

always triggers the original enumeration. 

Incremental run A run after the initial run, when data is being added to the 

original database. It can trigger either an original 

enumeration or an incremental enumeration. 

Total runtime The runtime sum of all 11 runs on the 11 database parts. 

Initial runtime The runtime of the initial run. 

Total 

inc(remental) 

runtime 

A runtime of all ten incremental runs. 

 

6.7.2 Performance Analysis 

The standard test starts with initial ωf values and then reduces them four times. 

Furthermore, the IR and Δω were kept constant and are indicated in the titles of 

charts. Those tests were also conducted to trigger the original enumeration in the 

initial runs, while all subsequent ten runs only triggered incremental 

enumerations.  

As seen in Fig. 6.13, initial runs require less runtime for CUP because it runs 

at ωf values, while the incremental algorithms use the lower threshold ωpf. 

However, incremental algorithms need less runtime for incremental runs (Fig. 

6.14). This is because the incremental algorithms only trigger incremental 
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enumerations for the ten subsequent runs on incremental data Δvdb, while CUP 

has to use its original enumeration on VDB. 

Fig. 6.14 shows the overall algorithms’ runtime in order, which is PSB-CUP+ 

≥ PSB-CUP > PF-CUP > Eff-InCMUB > CUP. When ωf decreases, PSB-CUP+ 

is more stable regarding runtime increase than the other three. Meanwhile, the 

performance of PF-CUP and Eff-InCMUB can sharply fall and become slower 

than CUP. For example, on BIBLE and Kosarak, the PF-CUP and Eff-InCMUB 

runtime curves rise when the relative minimum support threshold ωf drops below 

0.35%. In particular, PF-CUP and Eff-InCMUB cannot operate after relative 

minimum support threshold ωf was set to 0.125% and 0.135%, respectively, on 

Kosarak due to exceeding the memory limit. PF-CUP’s performance degradation 

was due to the large number of nodes it has to keep in Tpf (Fig. 6.15). This made 

the algorithm need more time and memory to traverse the search space. In this 

case, the benefits of shortening the incremental runs with the pre-large concept in 

PF-CUP were outweighed by normal non-incremental runs of CUP. 

PSB-CUP has a noticeable runtime degradation on Kosarak compared to PSB-

CUP+ when ωf is at 0.12%. This issue is caused by nearly exceeding the memory 

usage for keeping border patterns’ Pseudo-IDLists in memory. Consequently, this 

situation invoked the Java garbage collector multiple times to free up memory, 

leading to a substantial increase in runtime. 

 

Fig. 6.12. Total runtimes on four databases. 
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Fig. 6.13. The initial runtimes on four databases. 

 

Fig. 6.14. The total incremental runtimes on four databases. 
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For average memory consumption (Fig. 6.15), PSB-CUP tends to have the 

highest usage as it has to cache IDLists of border nodes in memory. PSB-CUP+ 

is the lowest among the four incremental algorithms on two large databases 

(Kosarak and D900S30N3), and Eff-InCMUB uses the least memory on two 

medium-sized databases (FIFA and BIBLE). CUP uses almost fixed amounts of 

memory for every ωf on each database. When ωf is high enough, the four 

incremental algorithms can have a smaller memory footprint than CUP. 

Nonetheless, as ωf decreases, the three algorithms start to use more memory than 

CUP. For example, on BIBLE, ωf = 0.35% is where PF-CUP and PSB-CUP start 

to use more memory than CUP, while ωf = 0.3% is for PSB-CUP+ and Eff-

InCMUB. 

 

 

Fig. 6.15. Average memory consumption on four databases. 
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Table 6.4. Numbers of pre-frequent nodes and the amount of reduction PSB-

CUP(+) bring when compared with PF-CUP. 

Database ωf PF-CUP PSB-CUP(+) Node reduction (%) 

FIFA 

11 90,293 81,825 9.38 

10.5 124,041 110,304 11.07 

10 171,801 149,671 12.88 

9.5 241,911 205,804 14.93 

9 347,351 285,509 17.8 

BIBLE 

0.5 211,514 188,482 10.89 

0.45 350,138 288,610 17.57 

0.4 619,034 459,513 25.77 

0.35 1,269,042 800,049 36.96 

0.3 3,534,899 1,636,242 53.71 

Kosarak 

0.14 455,442 216,181 52.53 

0.135 778,961 312,039 59.94 

0.13 1,472,476 339,873 76.92 

0.125 6,126,218 411,481 93.28 

0.12 N/A 680,117 N/A 

D900S20N3 

0.55 759 388 48.88 

0.5 10,360 3,468 66.53 

0.45 783,695 37,066 95.27 

0.4 7,120 4,034 43.34 

0.35 134,661 13,020 90.33 

 

The amount of node reduction seems to correlate with the runtime 

improvements. For example, on FIFA, the runtime reduction is roughly 46% and 

49% for 14.9% and 17.8% reduction on nodes at ωf = 9.5% and 9%, respectively. 

PSB also helps make PSB-CUP(+) less susceptible to Δω changes than PF-CUP.  

PF-CUP is compared with PSB-CUP+ to measure PSB's memory reduction 

efficiency because neither keeps Pseudo-IDLists in memory. As expected, the 

reduction in pre-frequent nodes noticeably decreases the average memory use. For 

example, on FIFA at ωf = 9%, the number of nodes was reduced by 17.8%, 

resulting in a 23% reduction in memory usage. 
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6.7.4 Insertion Rate Analysis 

The IR (insertion rate) tests were conducted to observe the reaction of incremental 

algorithms to the size changes of incremental databases. In this experiment, both 

ωf and Δω were fixed while IR changed (Fig. 6.17, Fig. 6.18 and Fig. 6.19). 

As shown in Fig. 6.18, the algorithms’ runtimes have negligible differences 

with regard to the D900S20N3 database. However, on FIFA, BIBLE, and 

Kosarak, there are sudden jumps in runtimes for incremental algorithms. This can 

be explained in Fig. 6.20, in which the runtimes at IR = 0.4% and 0.3% for FIFA 

are compared. On IR = 0.4% and during 11 runs, two original enumerations occur 

at run numbers 1 and 9, while the rest are incremental enumerations. In 

comparison, only one original enumeration at run number 1 for IR = 0.3%. The 

larger IR causes the c value to exceed f quickly.  

Consequently, more original enumerations occur in the same number of runs. 

This makes the algorithm runtimes spike just over a small span of IR difference. 

For D900S20N3, the c value does not exceed the f value within 11 runs, so no 

additional original enumeration occurs. Therefore, there are only small 

differences in runtime across the IR changes. Regarding average memory 

consumption, Fig. 6.19 shows that it correlates with IR values. From those results, 

it can be assumed that if IR values are big enough to produce many original 

enumerations, the incremental algorithms can be slower than their counterpart.  

 

Fig. 6.16. Runtimes when IR changes but ωf and Δω are fixed. 

0

100

200

300

400

500

0.4 0.35 0.3 0.25 0.2

To
ta

l R
u

n
ti

m
e

 (
s)

IR (%)

FIFA  (ωf  = 9%, Δω = 3%) 

0

100

200

300

400

500

0.03 0.025 0.02 0.15 0.1

To
ta

l R
u

n
ti

m
e

 (
s)

IR (%)

BIBLE  (ωf  = 0.3%, Δω = 0.2%)

0

100

200

300

400

500

600

0.005 0.004 0.003 0.002 0.001

To
ta

l R
u

n
ti

m
e

 (
s)

IR (%)

Kosarak  (ωf  = 0.12%, Δω = 0.04%) 

0

200

400

600

800

1000

1200

0.005 0.0045 0.004 0.0035 0.003

To
ta

l R
u

n
ti

m
e

 (
s)

IR (%)

D900S20N3  (ωf  = 0.35%, Δω = 0.05%) 



116 

 

 

Fig. 6.17. Initial runtime when IR changes, but ωf and Δω are fixed. 

 

Fig. 6.18. Total incremental runtime when IR changes, but ωf and Δω are fixed. 

0

50

100

150

200

250

0.4 0.35 0.3 0.25 0.2

In
it

ia
l R

u
n

ti
m

e
 (

s)

IR (%)

FIFA  (ωf  = 9%, Δω = 3%) 

0

50

100

150

200

250

0.03 0.025 0.02 0.15 0.1

In
it

ia
l R

u
n

ti
m

e
 (

s)

IR (%)

BIBLE  (ωf  = 0.3%, Δω = 0.2%)

0

50

100

150

200

250

0.005 0.004 0.003 0.002 0.001

In
it

ia
l R

u
n

ti
m

e
 (

s)

IR (%)

Kosarak  (ωf  = 0.12%, Δω = 0.04%) 

0

50

100

150

200

250

300

350

400

0.005 0.0045 0.004 0.0035 0.003

In
it

ia
l R

u
n

ti
m

e
 (

s)

IR (%)

D900S20N3  (ωf  = 0.35%, Δω = 0.05%) 

0

100

200

300

400

0.4 0.35 0.3 0.25 0.2

To
ta

l I
n

c 
R

u
n

ti
m

e
 (

s)

IR (%)

FIFA  (ωf  = 9%, Δω = 3%) 

0

100

200

300

400

0.03 0.025 0.02 0.15 0.1

To
ta

l I
n

c 
R

u
n

ti
m

e
 (

s)

IR (%)

BIBLE  (ωf  = 0.3%, Δω = 0.2%)

1

10

100

1000

0.005 0.004 0.003 0.002 0.001

To
ta

l I
n

c 
R

u
n

ti
m

e
 (

s)

IR (%)

Kosarak  (ωf  = 0.12%, Δω = 0.04%) 

1

10

100

1000

10000

0.005 0.0045 0.004 0.0035 0.003

To
ta

l I
n

c 
R

u
n

ti
m

e
 (

s)

IR (%)

D900S20N3  (ωf  = 0.35%, Δω = 0.05%) 



117 

 

 

Fig. 6.19. Average memory consumption when IR changes, but ωf and Δω are fixed. 

 

Fig. 6.20. Runtime details of two highlighted enumeration runs. 
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6.7.5 Δω Analysis 

The Δω tests were conducted to analyze the incremental algorithms when the 

number of stored pre-frequent patterns increases. The other arguments, ωf and IR, 

were fixed while Δω changed in those tests. 

Fig. 6.21 shows the incremental algorithms’ total runtime does not always 

decrease as Δω decreases. On FIFA, BIBLE, and Kosarak, the runtimes have 

spikes while decreasing. Similar to the IR cases, those are caused by additional 

original enumerations (Fig. 6.25c). However, more additional original 

enumerations do not always increase total runtimes. For example, on BIBLE, the 

incremental algorithms incur two original enumerations at Δω = 0.1% (Fig. 6.26a) 

but only one at Δω = 0.2% (Fig. 6.26c). PSB-CUP(+) has little difference in 

runtime for both cases. On the other hand, both PF-CUP and Eff-InCMUB have 

a noticeably higher runtime at Δω = 0.2% than at Δω = 0.1%. This trend was 

because PF-CUP and Eff-InCMUB generate and store much more patterns than 

PSB-CUP(+) as Δω increases. Consequently, the original enumerations in PF-

CUP and Eff-InCMUB exhibit larger runtimes, contributing to a larger overall 

increase in total runtimes. This highlights the efficacy of PSB in minimizing the 

impact of additional original enumerations on total runtimes.   

Theoretically, all four incremental algorithms are expected to have their 

runtimes resurge when Δω approaches zero. Because in this scenario, f converges 

to 0. Any incremental update guarantees an original enumeration instead of an 

incremental enumeration. As shown in the standard experiments (Fig. 6.13), the 

original enumerations of incremental algorithms are always slower than that of 

CUP. Consequently, incremental algorithms are expected to get slower until CUP 

eventually outpaces them when Δω approaches zero. 
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Fig. 6.21. Runtimes when Δω changes but ωf and IR are fixed. 

 

Fig. 6.22. Initial runtimes when Δω changes but ωf and IR are fixed 
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Fig. 6.23. Incremental runtimes when Δω changes but ωf and IR are fixed. 

 

Fig. 6.24. Average memory consumption when Δω changes, but ωf and IR are fixed. 
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Fig. 6.25. A breakdown of runtime on the FIFA database shows an increase due to an 

additional original enumeration on (c) compared with (a). 

 

Fig. 6.26. A breakdown of runtime on the BIBLE database shows a slight change in 

runtime even though there is an additional original enumeration on (c) compared with 

(a). 

6.7.6 Parameter Suggestion 

In real-life scenarios, the users have limited control over IR due to its dependency 

on external factors (such as customer browsing frequency on websites). However, 

IR can be used to derive a suitable wpf. 

Lowering wf will yield more frequent patterns but increase the runtime. 

Choosing a value for wf depends mostly on the users’ requirements for the 

extracted patterns. 

To compute a suitable wpf, the author suggests starting with the desired 

periodicity of the database rescans (e.g., every day or every week) and then 

approximating the overall IR over this interval. An estimation of wpf can be 

computed as wpf = wf – [(overall IR) * (1 – wf)]. This requires the database to be 

large enough and wf > overall IR. Since PSB-CUP+ is less susceptible to larger 

Δw, the users can gradually increase the rescan periodicity (thus lowering the wpf) 

until they find a satisfactory balance between rescan frequency and performance. 
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7. CONTRIBUTION AND CONCLUSION OF THE 

THESIS 

Data mining has become increasingly important as time goes by, and many areas 

have been left with little to no attention. CPM is a specific problem that fell into 

such a situation because it was mostly observed as the SPM problem. Therefore, 

this thesis attempts to explore CPM and its variants by adopting, improving, and 

proposing algorithms for problems revolving around clickstreams.  

The topic is introduced in chapter one among the reasons for picking this topic. 

The chapter also introduces the thesis’ proposed aims and scope, along with the 

main method for evaluation.  

The following chapter looks into the related work and the state of CPM. Several 

derived problems of FIM and SPM are briefly introduced to give readers a sense 

of how the two topics have been focused on compared to CPM. Furthermore, 

some well-known algorithms for SPM are briefly discussed. Those algorithms can 

be categorized into two groups, vertical and horizontal format, each with its own 

advantages. 

The third chapter is the author’s study of the most basic problem, the frequent 

CPM problem. This chapter fulfilled the first aim of this thesis: “Propose 

approaches that can exploit certain clickstreams’ characteristics for mining 

frequent clickstream patterns.” This goal was achieved through the author’s 

proposed algorithm CUP because it was built with the proposed Pseudo-IDList 

and DUB. The Pseudo-IDList and DUB made use of the characteristics of the 

clickstream to reduce memory consumption and improve runtimes for CPM. 

More specifically, they exploited the characteristic of which two events in a 

clickstream cannot happen simultaneously. As a result, the CPU algorithm 

outperformed other algorithms in the test datasets. The algorithms and 

experimental results were published in a conference [A.13] and a highly-rated 

journal [A.7]. 

Chapter four addresses the second aim of this thesis: “Extend the proposed 

algorithm to mine sequential patterns.” The main contribution of this chapter is 

the author’s proposed SUI algorithm, an effective method for mining sequential 

patterns. Since the SPM problem is more general than the CPM problem, the 

original CUP algorithm required modifications to work with SPM. These 

modifications introduce distinct ways of handling two types of patterns (s-tailed 

and ns-tailed) through Pseudo-IDList and Data-IDList. The SUI algorithm 

outperformed other SPM algorithms in the author’s experiment. The author’s 

research was published in a highly-rated journal [A.3] and a conference [A.12]. 

In the fifth chapter, the third aim, “Integrate weight factor to give another option 

for ranking patterns,” and the fourth aim, “Improve performance by integrating 
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parallelism into existing clickstream pattern mining algorithms,” were fulfilled. 

The first contribution of this chapter is a ranking method using average weight, 

which the author proposed as an alternative approach to finding frequent patterns. 

The novel Compact-SPADE was then created as the baseline algorithm in this 

chapter by integrating the weight formula. The second contribution is that 

different parallel strategies were proposed to improve mining performance. The 

author created the novel APCompact-SPADE based on depth-first search and 

adaptive load balancing technique using heuristic sampling. APCompact-SPADE 

sacrificed a bit of performance in exchange for more reliable runtime and 

effectiveness.  The studies of this chapter were presented in two highly-rated 

journals ([A.4], [A.8]). 

The sixth chapter fulfilled the last aim of this thesis: “Propose methods to tackle 

the situation where new clickstream data is being added on a daily basis.” This 

chapter looked into the problem of incremental CPM, in which data is added over 

time. The main contribution of this chapter is three novel algorithms that deal with 

this situation. The author started by transforming the non-incremental algorithm 

CUP in chapter three into the incremental algorithm PF-CUP. Afterward, PSB-

CUP and PSB-CUP+ were proposed to further improve the performance of PF-

CUP with the novel concepts of “progressive search border,” “partial imbalance 

join,” and “recursive imbalance join.” The content of this chapter was published 

in two highly rated journals ([A.1], [A.2]). 

The thesis is an attempt by the author to study the arena of pattern mining that 

has not yet been well-studied by other researchers. This thesis proved some 

evidence that clickstream characteristics could be exploited to craft better 

algorithms and improve mining performance for the CPM problem. The author, 

however, did not claim that his work outperformed other algorithms in every case. 

The author hopes this work will enable other researchers to study more on the 

CPM topic. 
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